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AmAopatikég Epyooieg
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I ITlopaAAnAa Zvotnuata

1 IToAlamAaociacpog apoatod wivaka pe Stevuopa (SpMV)

O voloyioTikdg TUpHVaS ToL ToAAATTAAGLAoHOD apatol wivaka pe dievuopa (SpMV) ypnoipo-
TOLELTOL EVPEWG OE TAPAAAAEG EQOPROYEG PeYAANG KAlpakac. QoTOG0, AdYw TNG adyoptBpLKnG TOV
@LoNG, dev aELOTOLEL ETAPKADG TNV LIOAOYLOTIKT LoX0 TwV cUyxpovwv enetepyactdv. Ol TapakdT®
epyaoieg eoTialovv otV PEATIOTONOINGT TOL HE & JLOUPOPETLKES APYLTEKTOVIKEG HE TN XPTOT) TWV
KOUTOAANA®VY TPOYPOHHATIOTIKOV HOVTEAWV.

1.1 BeAtioTOMOINGT TOL VITOAOYLGTIKOD TVPTN VA TOAAATTAAG LGP0V OLP L0V TTi-

vaka pe dSrevoopa (SpMV) e FPGAs

Sy mapovoa Simhwpatikn epyacica, Oa peretnBei n vAomoinon kot 1 PedTicTomOINGT TOV GULYKE-
KPLUEVOL LITOAOYLOTIKOL TTupnva oe emavadlopoppovpeveg apyltektovikég (FPGAs), mov emitpémovy
otov Tpoypappatiot Tn dnptovpyia LAKoL e€eldikevpévou atny epappoyn (application-specific). Zv-
yrekppéva, Ba pedetnOei n enidoon Pacwdv viomooewv tov SpMV yia FPGAs pe tn xprion tov
TPOYPOUHATIOTLKOD povTéAoL NG OpenCL 1) GAAWV TPOYPAPUATIOTIKOV HOVTEAWY LYNAOD emLedov,
KOOGS Ko EVAANOKTIKA GXNHOTA TTOBNKEVOTG POV TTLVAKWY, kol B epapprootody TeXVIKES Pe-
TLOTOTOLNGTG TOL LITOAOYLOTIKOD TUPHVA e GTOXO TNV eTITEVEN TNG HEYLOTNG duvarthg emidoong oTLg
OUYKEKPLUEVES OLPXLTEKTOVLKEG.

Yyxetikd MaOnuoata: Zvotiporta HapdAining Eneéepyaociog, ¥neioxd Svotipora VLSI
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Nwéro omadomovrov, nikela@cslab.ece.ntua.gr, 210-772-2279
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2 Amodotikn xprion kot tpoypoppatiopog GPGPU

O oVyxpoveg povadeg emelepyaciog ypopikodv 1 k&pteg ypopikodv (GPUs) éxouvv eEeliyBel amd o va
elval xpriotpeg pOvo yuor cuykekpipuéveg Aettovpyieg, oe woxvpd epyaleio yevikng xpnong (GPGPUs)
tkava vae vtootnpiEouy pia oAl peyadbtepn motkidio TPoPANHATOY, TOPEXOVTAG Lo TODTEPT) KoL
1o evepyelakd amodotikr evoddaktikny Aborn oe oxéon pe Tovg kavovikog eneEepyaotég (CPUs).

2.1 AEAoynon kot oOykplon epyaAeiov yia tov npoypoppatiopdé GPGPU.

Moadi pe v e€éMEN Tov duvatotitov twv GPU 1pbe pio peyddn moikidia epyaieiov Aoylopikov,
HETAYAWTTIOTAOV KAL TPOTOTWV Yot TOV TTpoypappatiopd GPU, pe okomd v aotomoinon twv duva-
TOTHTWV TOLVG OITO TOVG TTPOYPOUHATIOTEG KL TOVG pHnyavikong atddoong. Etot, evd 10 xpdvia mpLy
o poypoppatiopog GPGPU ftav oxedov ioodbvapog e Tpoypappatiopd oe CUDA, orjpepo vdpyet
pio peyn moukthio emAoyodv (CUDA, OpenMP, OpenCl, OpenACC, oneAPI) kot pia HETATOTLOT] TOV
eviLapépovtog mpog autég. Autd ta epyoreio Tpooeyyilouvv tov mpoypoppatiopd GPGPU pe Swopo-
PETLKOVG TPOTTOVG, BéTOVTOG SLopopeTLKoDE 6TOXOVG OGOV QUPOPA TNV EVKOALX TPOYPOUHATIONOD, TO
€VPOG eQaPROYNG KaL TNV arddooT, Bucidlovtag mhvta k&t O okomdg TG SITAWHATIKAG QTG &i-
vou 1) e€okeiwon pe v LITOCVVOAO AVTOV TV SLLPOPETIKGOV epyoreiwy ko 1) a€loloyror Toug oe
duxpopouvg aryopiBpovg, Tpokeyévou va diepeuvnBolv, va ekTiunBoiv ko va aoloynboiv ol Suva-
TOTNTEG, oL aduvopieg Kot Tar eptfdpla Tov kabevdg, kKaBmg Ko amoteleopatikdV pefddwv yio v
évpeon avtwv. Oplopéva o cuykekpipéva Bépata Bo prropovoay va mepthopfavouv:

o AvamtTu€n TEXVIKOV Yo TN HETOPOPE KOOLK PeTAED AUTOV TV epyaieimy.

« Ebpeon ocvykekpiévov onpeiwv cupeopnonc/aduvapidv oe auTtd Kot TpoTacTt) emAOYOV Yo
TNV ITOPLYT) TOUC.

« Movrtelomoinon tng amddoc1g Toug.
Yyxetied Madnpato: Zvotipoata HapaAining Enelepyaciog
Yyxetwkny BifAroypaepia:

1. https://docs.nvidia.com/cuda/

2. https://www.openmp.org/

3. https://www.khronos.org/opencl/

4. https://www.openacc.org/

5. https://www.oneapi.com/

Emwcorvovia: Avactaoiddng Ilétpog, panastas@cslab.ece.ntua.gr


mailto:pmpakos@cslab.ece.ntua.gr
mailto:nikela@cslab.ece.ntua.gr
mailto:goumas@cslab.ece.ntua.gr
mailto:panastas@cslab.ece.ntua.gr

3 Amodotikn xpron kot tpoypoppatiopog FPGA

To TedevTaio XpOVLa, OL AVAYKEG TOV EGUPROYOV Yt LYNAT emtidooT) dev KaADITTOVTOUL PHOVO QTTO GU-
Batikovg emeEepyacteg, arAd amd cuvdvaopd CPU pe emitoyvvtég eldikot koo, 6mwg eivar ot GPU
ko o FPGA, oe etepoyevi) auothpata vyniaov emtdocewv. ITo cuykekpipéva, o FPGA mpoteivovton
ylor avamtu€n epoppoyev vYmAGv emldocewv, kKabng o atd)0g TAéoV dev eivar povo 1 Pedtioon tng
enidoong, aAA& Kol 1) evepyelakt] AIoSOTIKOTNTO TWV CLGTNUATWY avTAOV. [Ipog avTAV TNV KOTED-
Buvor éyouvv avamtuyBei epyadeia ovvBeong vPmAoD emmédov (High Level Synthesis), pe okomd tnv
ETLTAYUVOT] KO UTOPATOTIOINOT) TNG Sadikaciag oxeSLlaopol Ko POy POpHATIGHOD DITOAOYLOTIKOV

EPAPUOYDV.
3.1 Ag&oAoynon twv epappoynv tng covitag Rodinia o¢ accelerator FPGAs

O oxomog NG SIMAWHATIKNG aLTNG eival 1) e€otkeiwaon pe To TeplPAALoOV eMTAYXVVONG EPAPUOYDOV TNG
Xilinx (Vitis) ko 1 petopopd/porting twv cUykekpLEVOV QoPUOYOV Yix ekTéAeoT) oe FPGA emitoyv-
vtég. Oplopéva evdelktikd Pripota g mopeiog g SumAwpatikng eivol:

« MeAétn Texvik®V yix emitéyvvon epappoyov oe HLS mepipdiiov
 Eméxtoaon tov vrapyovtog benchmark suite yio o oOyypova FPGA pe

« X0ykplon g emidoong kan tng evepyetokng amodotikotntag Siopopetikev FPGAs petakd toug,
oA ko pe ovyyxpoveg GPUs.

Yyxetikd MaOnpuota: Zvotipata HapdAining Enefepyaciog
Yxetikn BifAoypagio:

1. S.Che et al., "Rodinia: A benchmark suite for heterogeneous computing”, 2009 IEEE International
Symposium on Workload Characterization (IISWC), 2009.

2. Rodinia benchmark suite for CPUs/GPUs
3. Xilinx Accelerator FPGAs
4. Xilinx Vitis application acceleration guide

5. J. Cong et al,, "Understanding Performance Differences of FPGAs and GPUs”, 2018 IEEE 26th
Annual International Symposium on Field-Programmable Custom Computing Machines (FCCM),
2018.

6. Rodinia benchmark suite for Xilinx FPGAs

Emikowowvio: ITavayiwdtg Mrdkog, pmpakos@cslab.ece.ntua.gr
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4 TIIpoPAeyn enidoong TAPAAANA®Y EQAPHOYDV

4.1 Movtelomoinon enidoong ToPAAANA®Y EQaAPPOYDV

H vAomoinon kou BeAtiotonoinon ToapdAAnAwy EQUPUOYOV 0 HOVTEPVES apXLTEKTOVLKEG LYMANG eTti-
doong eivat Waitepa kooToPOpa ka arontnTik. Aedopévou OTL To TPog TaparAiniomoinon TpdPANpa
propel va éxel evallaktikovg adyopibpovg kot k&Be adyopiBpog diapopetikég mpooeyyioelg mopo-
Andomoinong, n Aoywr] “trial and error”, dnAadr) n vAomoinon OAWV TV SLLPOPETIKOV £kdOGEWV KaL
1 mepopatiky) a€LoAdynon g enidoot|g Toug dev eival o mAEov evdedetypévog Tpdmog. XTOX0G TNG GL-
YKEKPLHEVNC SITAWNIATIKTG epyaciag eivo 1) KATAoTpwoT povTéAwv TpdPAeyng enidoong mapdAin-
AWV TTPOYPUHHATOV XWwPIC va elval avarykaio 1) VAOTOINGT] TOUG. XTO TAAIGLO TNG EPYATLOG O POLTNTHG
Ba éxeL otn duabect) TOL GeLPLAKEG LAOTIOLNOELG TV EPapHOY®V LTTO e€éTaon Tig omoleg B avadboel
Ko ot ouvéyela Ba kataoTpooel povtéha TpoPAeymng enidoong vrooTnpLlOpeVa OO HETPOTPOYPAL-
poto (benchmarks). O éleyxog twv povtéAwv Ba yivel pe cOyKpLOT TOV TPAYHOATIKOV TOPAAANAwY
vAoTIOLoEWV TTOL Ka avTéG Ba elvon PéPog TG SUTAWUATIKNG epyociog.

Yyxetikd Mabnpoata: votiporta HapdAining Enetepyaociog

Emwcorvovia: T'edpylog T'koodpag, nikela@cslab.ece.ntua.gr, 210-772-2402
Nucéra omadomodiov, nikela@cslab.ece.ntua.gr, 210-772-2495

4.2 Texvikég mpoPoAng tng enidoong TAPAAANA®Y EQPOPHOYDV GE VITOAOYL-
OTIKA GCUGTHHATA HEYXANG KALpOKcOG

H npoPreym tng enidoong twv TopdAANAWY EQOPHOYDOV TOL EKTEAOVVTOL GE DITEPLTTOAOYLOTEG vl
Kployn yia 70 oXeSIGHO TV GLOTNHATOV ETOPEVNC YeVIAS. Eva amd ot onpovTikOTEPA €PWOTHHATOL
OV KahovvTOL v atavTricouy Ta Stpopa povtéa TpdPAeyng eivar i enidoon TV eQappoy®V oe
oLOTAROTO PEYAADTEPTG KALHOKAG 1] CUCTAHAT HE SLOUPOPETLKA OPYLTEKTOVIKY XOLPOKTIPLOTIKG 0TO
Ta vtapyovta, dniadn 1 tpofoln trng enidoong twv epappoy®v (performance extrapolation). To ov-
YKEKPLHEVO EPATNHA YivETOL EMTAKTIKO kKOOGS PPLOKOHAOTE GTN QACT) TNG HETAPAOTG OO TNV ETTOXT)
TV emd0cewV NG TdENg Twv PetaFLOPs atnv emox1 twv emidodcewv tng tdéng twv ExaFLOPs. 3t Pi-
PBAloypapia éxovv mpotabei Texvikég yia TNV katdoTpwot povtéAwy mtpofoAng toéco tng enidoorcg, ce
O6poug xpOVoUL ekTEAEOTIG, OGO KO TWV XOPAKTPLOTIKGOV 1oL kaBopilouv Tnv emnidooTn Hog epapproyrg
(1t.x. FLOPs, bytes, memory footprint), w¢ cuvaptricemv Tov aplBpod v Tuphvev/emelepyaotdv Kol
ToU pey€Boug NG LGOS0V TV EPAPHOYDV. XTNV TTopooa SITAWHATIKT Oal HeEAETTCOVE TNV ETEKTOOT
QUTOV TOV TEXVIKOV G TPELG KATEVOVUVGELS: 0) TNV HOVTEAOTTOLNGT) XAPAKTIPLOTIKOV EPAPHOYDV TTOV
1 €l00d6g Toug eival molvmapapeTpikn (.. Ypdpol avti mvakwv), B) otn povteromroinor tov xpovou
EKTENEOTIG G GUVAPTIOT) TV TAPATTAV® XAPAKTNPLOTIKOV, KL Y) 0TIV TAPUHETPOTOLNOT] VTV TWV
HOVTEAWV YLO VX KATAGTEL EPLKTT 1] HETOLPOPA TOVG aTtd éva oVOTNH O éva GANO.

Yxetwkny BifAroypapia:

« Calotoiu, A., Beckinsale, D., Earl, C. W., Hoefler, T., Karlin, I, Schulz, M., Wolf, F. (2016, September).
Fast multi-parameter performance modeling. In 2016 IEEE International Conference on Cluster
Computing (CLUSTER) (pp. 172-181). IEEE.

« Ritter, M., Calotoiu, A., Rinke, S., Reimann, T., Hoefler, T., Wolf, F. (2020, May). Learning cost-
effective sampling strategies for empirical performance modeling. In 2020 IEEE International
Parallel and Distributed Processing Symposium (IPDPS) (pp. 884-895). IEEE.
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5 Apoporoynon Epappoynv kot Awaxeipion IIopwv oe Yroloyt-
otwka Kévipa

Ot vroAoyilotikég vtodopég twv Yroloyiotikev Kévtpwv (Datacenters) xpnotpomolodvtoL yLo tny to-
o) povN ekTéAeoT) epappoy®v. H xatdAAnAn ypovodpopordynon xat n Stayelplon Twv Kowvoxprnotwy
TOPWV TOLV CUGTHHATWV AITOTEAODV KatBOoPLoTIKOUG TOPAYOVTEG YL TNV ATTOTEAEGHATIKT] XPHOT] TV
LITOAOYLOTIKGOV TTOPWV KL TNV E0LKOVOUNOT) XPOVOU KOl EVEPYELAC.

51 Awyeipion IIopwv oe Zvotipoata MeyaAng KAipakag

51.1 Xapaktnpiopog Eeappoyav pe xpnon intruding micro-benchmarks

KaBdg 1 extédeon mOAADOV TOTOV LINPECLOV HETAPEPETAL GE CLOTHRATO HEYAANG KAipaKkag, 1) TTpo-
KkAnom g St prong vPNANG ToLdTNTAG LI pPEciog oLVEXHOS peyadodvel. H amovoio amodotikov Av-
0ewV SLAPOLPAGHOD TV Koo)X proTey mopwv odnyel tovg Cloud Service Providers otnv aopdvwon
OAOKANPWV Servers ylo Tnv eKTEAECT] EQAPHOYDOV HE QUGTIPOVG TEPLOPLOROVG Yl TNV eNidOCT TOULG.
AvTo Opwg 08N Yel BTNV LITOXPNGLLOTOLNGT] AVTOV TWV TOPWV KoL TNV AOENGT] TOL AELTOLPYLKOD KO-
otoug. 'l TNV avTipeTOnon TV INTNHATOY AUTOV TPOTELVOVTOL TEXVIKES JLoXELPLOTIC TWV KOLVOXPT)-
otwv mopwv (Last Level Cache - Intel CMT CAT, Memory Bandwidth, Core isolation), teyvukég yopo-
KTNPLOHOD TWV EPAPHOYDOV WG TTPOS TOVG KPIGLHOUG TTOPOUG e OKOTO TN CUVEKTEAECT] EQAPHOYDOV HE
CUUTTANPOHOTIKESG ATTOULTHOELG YLt TTOPOLG. ZKOTTOG TNG SITAWUATIKNG €lval 1) avATTUEn eVOG HIXOoVL-
opot mov Bo TpoPAEmel TIC AVAYKES TWV EPAPUOYOV ad amoymng mopwv pe xprjon micro-benchmarks
OV, OTEPAOVTAG TTOPOLG atd TNV k&be epappoyr], B TOKAADTTOVV TIG ATALTHOELS TG,

Yxetwkny BifAoypapia:

1. Quasar: resource-efficient and QoS-aware cluster management
2. Paragon: QoS-aware scheduling for heterogeneous datacenters

3. Heracles: improving resource efficiency at scale

5.1.2 Awxyeipion nopwv oe Kubernetes clusters pe ypnon resource managers tng Intel

H xprion containers ko tov Kubernetes wg miatpdppoag Siaxeipiong toug paivetal va emikpatel ot
Bropnyovia o televtaia xpdvia Evavtt g xpriong VMs, emopévag 1 peAétn Twv emA0y®OV oL Tpo-
OPEPOVTOL YIOL TNV OITOSOTIKT] eKTEAEST) TOAAGDV containers o€ évao LITOAOYLOTIKO KOpPO eivor avop@L-
ofrtntan endpevn tpoxkinon. HIntel avantocoel 161 Resource Managers (Platform Aware Scheduling,
CRI Resource Manager) mpog avtr] Tnv kartevBuvon. Etdxog tng Suthopatikig eival i eEepedvnon twv
SLVATOTHTWV OV TPOCPEPOLY QLT TO EpYaAeior Kt 1) XprjoT Touvg yia T PeAtionon tng enidoong
SLAPOPWV HETPOTPOYPOUHATOV.

Yxetikn BifAoypagio:

1. Intel Platform Aware Scheduling


mailto:goumas@cslab.ece.ntua.gr
mailto:nikela@cslab.ece.ntua.gr
https://dl.acm.org/doi/10.1145/2654822.2541941
https://dl.acm.org/doi/10.1145/2490301.2451125
https://dl.acm.org/doi/10.1145/2749469.2749475
https://github.com/intel/platform-aware-scheduling

2. Intel CRI Resource Manager

Emwcorvovio: Tavvng Hamaddaxng, ypap@cslab.ece.ntua.gr
Kwotng Nikag, knikas@cslab.ece.ntua.gr, 210-772-4159

5.2 BéAtiotn aglomoinon vOAOYLGTIK®V TOPWV GE€ CUCTAHATA PHEYAANG KAL-
pocog

Y& CLOTHHATA PEYAANG KALHOKAG LYNADY VITOAOYLOTIKOV emdOGEWV, oL adydplBpol Spopordynong
gpyactov, 0nwg o Back-Filling, yix va Adfouvv amopdacelg, alomolotv tnv TAnpogopio ToL TOLG T~
péxoLV oL xprioTeg, oL omoiol, KaBAOg vtofdAovv TNV epyacia TOLS, ATOVVTOL TOVG ATAPAITHTOVG LITO-
AoyLoTuco0g TOPovg (KOPPoLG, TUPTIVEG, HVTT, ETTLTOXLVTEG) KoL TToPEXOLVY HLOL EKTIUNOT) Yo TO XpOVO
O0AOKApWONG TV £pyact®dv Tovg. Oco mo akpPrg eivar avtr] ) TAnpogopic, tdoo kahdtepn eivon
n a€lomoinomn tov cvothpatog (throughput) ko 1) wavormoinorn twv xpnotodv (xoapunioi ypovol avayo-
vic). Qotdoo, kaBDG oL epappoyég Tov ekTEAODVTAL oL VA TEPLAAPPEVOLY YIAADES YPOpHPES KODIKOL
KoL xpnotpomolotv apketég emtmAéov PLPAlodnkeg kot LITOAOYLOTIKG TakéTa, OL XprioTeg dev eival md-
vta oe Béon va eKTIUNGOVY CWOoTA TNV eTid00T) TNG EPAPHOYTG TOVG KOIL TOV OLVOHEVOHEVO XPOVO EKTE-
Aeorg tng. ‘Eto, vofddouvv exkTiprioelg mov eivor oavakplPelg og mpog toug {nTodpevoug TOPOLG Kot
KOToAyouv o€ omatdAn mopwv (T.x. o xprotng Ba propovoe va eixe AaPer avtictoryo xpovo ekté-
Aeong pe AyOTEPOLS LITOAOYLOTLKOUG TTOPOVG). e 0XECT) HE TOVS XPOVOLG EKTEAECTG, OL XPTOTEC KATH
KovOvaL DITEPEKTLLODY TOV OVOUEVOHEVO XPOVO EKTEAEGTC TNG EPAPHOYTG TOVG.

Sy nopovoa SimAwpatikr], Oo peetricovpe TNy enidpaon TOV EKTIHACED®Y TOV XPNOTOV GTNV
enidoor Tov cvoTHpaTog Ko Bo emekTeivoupe LITAPYOVTES ahyopiBpoug xpovodpopordynong yia ov-
oThpaTa PeYOANG KAlpokag pe dSuvatotnteg SLdpaong pe To XPrioTH, YO TNV EKTIHNOT KoL ETTLAOYT
TWV KOTOAANAWV TTOPWV G GXECT] HE TNV EPYNOia TOU XpTjoTn, He 0Td)O TN BéATiotn alomoinon Twv
TOPWV TOL GCLOTHHATOG KL T HEYLOTOTOLNOT TNG at0dOoNG TOL GLGTHHATOG.

Emwcorvovia: Nucéda HamadomovAov, nikela@cslab.ece.ntua.gr
T'ecdpylog I'kodpag, goumas@cslab.ece.ntua.gr, 210-772-2402

5.3 XpovodpopoAoynon QopHoy®V Kot AvABECT VTTOAOYLGTIK®OV TTOP®V GE€ VITO-
AoyloTikd cuoTRpTe VPNANG entidoong

To vtodoytotikd cvotrpata vPnArg enidoong (High Performance Computing clusters -HPC clusters)
elvor evpéwg Sradedopéva KaL GLY VA YPTOLLOTOLOVVTAL YLt TNV ETLALOT) TOAVTAOKWV TPOPANUAT®Y GE
mokileg epevVNTLKEG TTEPLOXEG OTWG 1) TPOYVWOT) KAL 1] LOVTEAOTTOINGT] TV KALPLKOV POLVOHEVODVY KO-
Bwg ka1 diepedivnon tng akorovbiog Tov avBpdITIVOL YOVISIOUATOG, 0AAG Kol eV YéVeL TTpoPANpA TV
L0V OTTALTOVV LEYAAO LTTOAOYLOTLKO KOGTOG Ge emeEepynaTr, VLT, ETLKOLVOVIC HETOED TWV ETLUEPOVG
Stepyooidv. To footkd AoyLopLkd TOL GUVOETEL KOl EVOPXTOTPOVEL L TETOLX DITOAOYLOTLKT] LITOSOWT),
ovopaletar dtoyelplotrig TOpwv (resource manager) Ko mePLAOpPAvVEL Evay Y povoSpopHoloyTTr epyo-
owwv (job scheduler). O xpovodpopoAoynThg epYaoLOV ETKOLVOVEL e TOV SLOXELPLOTT] TOPWV TTPOKEL-
pévou va TAnpogopnBel yia Tig ovpég (queues), Ta PopTic TV LITOAOYLOTIKGOV KOPPwV (nodes) kot TV
SLBeoIPOTNTO TV TTOPWV, DOTE VO TTAPEL ATOPAGELG YLoL T XPOVOdpopoAOYNon epyacidv. EmimAéov,
P VaTTOG TG T KoL ApPNKTo GUVOESEPEVT) HOVADQ |LE TOV XPOVOIPOLOAOYT], ATTOTEAEL O KATOVENUNTIG
nopwv (resource allocator), o omoiog avolopfavel vor Stapolpdoel TOUG LITOAOYLOTLIKOUS TOPOLS GTLG
avtiotolyeg epyaoieg faoel kdmolov yevikoo 1 el81ko0 avé eQappOYR/TepLoTAOT) GXHATOG.
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5.3.1 Profiling MPI epappoy®mv ko vA0TOINGT EVOWUAT®ONG O€ EIKOVIKO cOGTNNA Stayeipiong
nopwv pe xprion Python (axropikn 1 cvvepyatikn Simdwpatikn epyacicr)

TN TG epyaoieg mov amaltovy apKeTEG AVTAAAXYEG UNVURGT®Y (communication intensive), 1 avé-
Beon kOpPPwv pe SLoTapPTN KATOUVOWT, TEPYUEVOUE VA HELOCEL TNV OUTOSOTIKOTN T TNG EKTENEST|G TOUC.
AvtiBétg, oL epyacieg oL amontolv GUY VI HETOWOPA Sedopévev amd Kol Tpog TN Hvipn (memory
intensive), ) Stomaptn avdBeon kOpPwv avapévovpe va Ty av€noel, Aoyw PKpOTEPNG CUUPOPTONG
oto diavho pvrung. EmumAéov, oe epappoyég mov artaltovv kuping eneepyootikt 1oy (computation
intensive) 1 aodoTIKOTNTO TNG EKTEAECTC OVOPEVOLE Va eival otobepr] aveEdptnta otd to oyfipo
avabeong. EmumAéov, 1) oelpd xaL 0 TpOTTOG ovaBesTC TOV EPYOCLOY GTOVG AVTIGTOLYOLS TTOPOLG TOU
OULGTAROTOG PTTOPEL Vo atoTeAéael KBoPLOTIKOG TOPAYOVTOG Yo TNV altGO006T) TOL YPOVOL EKTEAECTIG
toug 1} TN pLBpATddocT OAOKANPOL TOL LITOAOYLOTIKOD cuaTHpaTog (system throughput). Qg ex too-
Tov, £xet SoBei Wiaitepr PapiTnTa o8 SLdIKOGIES KATOVONOTG TWV XXPOKTIPLOTIKOV TV EGAPHOYDOV
(monitoring/profiling) ce cuvdvacpd pe cOyyxpoveg TexVikEg pnyovikng padnong (machine learning -
ML-) fj xprion dewktddv enidoong (performance counters) yio tnv ta&wvounct toug (classification). H
YVOOT] TV YOPAKTNPLOTIKOV P EPAPHOYTG atoTeAel KOUPLKO OTHELD YL TNV TEPALTEPW EPAPHOYT)
aAyopiBpwv xpovodpopordynong tng ka/f SLevoung vtoAoYLoTIK®OVY TOpwV. I'al To Adyw avTd vITdp-
XOUV apKETA epyodeiar TOL HETPOUV SLAPOPX YOUPOKTNPLOTIKA TV EPAPUOYDV, T.X. pvipun RAM mov
deopevtnke, cache misses, eme€epyaotiky enidoon pe Instructions per clock (IPC), tA0og kou péyeBog
HUNVUR&TOV OTay piddpie yioo MPI epappoyn KTA.

3KoToG NG Topovo g SITAWMHATIKTG eivan 1) evewpdTwot epyaieinv profiling MPI epappoydv (6mwg:

INTEL VTUNE, mpiP, Scalasca) kot 1 €€ayoyr] Twv omoTeEAeCUATOV PE eVIAO TPOTO GTO LITGPYOV
AOYLOHLKO TTOU vOoUTTOGGETOL OTO EPYOCTPLO oG, To VRIMS (virtual Resource and Job Management
System).

5.3.2  Avamton epyaleiov yio tny ektédeon Tov draxepiotn mopwv OAR3 eucovikd o dovAera
Tov SwxxeroTi) Topwv SLURM pe xprion epyodeiov tng Bash kot containers (otopikn 1
ouVEPYOTIKN SITAWHATIKN Epyaoia)

3ToVg VY POVOUG LITEPLTTOAOYLOTES TO GVGTNHA SLaryelplong mOpwV eival vitevOLVO Yyl TN Xpovodpo-
HOAOYNOT) TV EPAPHOYDOV KL TNV KATOVOTY TV avayKoiwv mopwv oe avtég. Kat ot dvo Siaduwkaoieg
yivovtau pe kprrrpia kaebopropéva, o oupopov Tov alydplBpo xpovoSpopoAdynong Kat TV TOALTIKT
Sropotpacpot TOpwv avticToLyo. STIC PHEPES HAG, VTTAPYEL TTOLKIAL epyaheiwv dLayeiplong TOpwV Tov
Hropovv va eykatactabodv ce vtdpyovta clusters kot vo arroteAécovy To Pacikd AoyLlopLkd evopy-
OTPWOTG TV LITOAOYLOTIKGOV dopcdv. H emhoyn Touvg eivar otnv euyépela Twv SLOYELPLOTOV TOV OUL-
OTNHATOV 0LTOV. AV Kol TOADTIHOL, oL SLarXepLloTég mopwv eivarl ovvrBwg SVGKOAX TPOTOTOLYGLOL,
EV® TO OTHAVTIKOTEPO (TN Elvar TG 1) Aettovpyia Toug prtopel va tpomorotnBet povo pe mopépPoon
TV SLOYELPLOTOV TOL cLoTHHaToC. To yeyovdg avtd dvoyepaivel Tovg xpriotec/epevvntég mov BéAov
VO EKTEAECOLV TIG EPUPUOYEG TOVG HE TPOTTO SLoUPOPETLKO atd Tov Tpokaboplopévo.

>K0moG TNG TOPOoLEaS SUTAWHATLKNG epyaciag elval 1) TopakapPn avtob ToL TPOPANHATOG HEG® TNG
gykatdotaong evog abyypovou dwayetpiotr mopwv (OAR3) xatd tnv vofoln epyaciog 6To Tpoypo-
Tik6 drayelproth Topwv SLURM. To epyaleio avtd Ba ddoet tn) SuvatdTnTa 6TO XProTN/EPELVITI] VO
EYKATAOTIOEL KOL VXL EKTEAEGEL GE EVOLV TIPOYHOTLKO VIEPLITOAOYLOTH S1kOVG TOL AAYOopLOHONG KoL YevL-
Ko6TEPO TpOoToTnoLioelg 6To Aoyloptkd OAR3 (Stoyelpiotrg mopwv mov Bo ekTeAeital 6TO TAPAGTKHVLO).



5.3.3 MeAétn kar aglodoynon adlyopifuwv xpovodpoporoynong MPI epyaociov oe npaypotiko
neplPaALov draxelploTh TOP®V (ALTOHIKN 1] CLVEPYATIKT STAWHATIKY EpyaTict)

Yndpyovv diapopol alyoplBpol otnv katnyopia twv space-sharing adyopiBpwv xpovodpopordynong,
6mwg o First Come First Served (FCES), o Shortest Job First (SJF), o Longest Job First (LJF), o Backfilling
K.o. OvadlyopiBpol awtol -ota vIToAoYLOTIKA GUoTNHA LYNATG emtidoong- deapebovy, cuviBwg, TOPOLG
oto eninedo tov kopPou. EE’ opiopot 1 emhoyn avabeong mtoépwv otov eninedo kopPouv (Sedopévou 6Tt
oL kopPol epthopPavouy oloéva eplocOTEPA KO HEYAADTEPQL EEQPTIHATO DALKOD TTLa) Eivo oV TLTo-
paywyikn 6cov apopd tn pubpanddoon (throughput) Tov cveThpATOG, TNV KATAVAAWOT) EVEPYELAC KO
K0oToUG. Meréteg Selyvouv mwg To co-scheduling, dnAadn 1 avdBeon TOpwv oo emtinedo Tov TLPTVAL
(k1 &pat 1) eKTEAEDT] SLLPOPETIKOV EPAPHOYDV TOLTOY POV oTOV 1310 KOPPO), 0dNYel o€ amotedeoparti-
KOTEPT] XP1IOT) TWV LITOAOYLOTIKOV TTOPWV. ATO TNV GAAN TAELPA, 1) ETLAOYTH TWV EQAPHOYDOV TTOL B
EKTEAEGTOVY TOLTOXpOva Aapfdvel onpovTikd poAo yio Ty enidoom mov B meTdyovy Adyw TwV race
conditions mov Ba avatTuxBovv avdAoya pe Tovg TOPOLG TTOL LT 1) EKACTOTE EQUPUOYT).
YK0TOG NG STAWHATIKAG aroTelel 1) metpopatiky) peAétn ko a€loAdynon alyopibuwv xpovodpopo-
AOYNong pe xprion vrapyxoviwv benchmarks ce mpaypatikd mepipailov dioyelplotr TOPwV. Zvyke-
kpipéva, Oo peretnOei (i) n KA pokwopotnta twv benchmarks o’ éva cluster, (ii) n exidoon yio Sroupope-
TikoU eidoug avabéoelg mopwv, (iii) Ta race conditions mov avanticoovtat oe Stdpopa 181 ePappoy®V
(1.x. memory bounded, compute bounded), (iv) 1 a€loAdynon ko oOykpLon alyopibuwv xpovodpopo-
Aoynong yo ta ovykekpipévo benchmarks pe 1§ xwpig texvikég co-scheduling.
Yxetikd Mobnpota: Zvotipato Hapaiining Enefepyaciog
Yxetikn BifAoypagio:

1. https://en.wikipedia.org/wiki/Supercomputer

2. https://en.wikipedia.org/wiki/Message Passing Interface

3. https://doc.aris.grnet.gr/development/perf/#vtune-amplifier-xe

4. https://doc.aris.grnet.gr/development/perf/#scalasca

5. https://doc.aris.grnet.gr/development/perf/#mpip

6. https://en.wikipedia.org/wiki/Slurm Workload Manager

7. https://oar-3.readthedocs.io/en/latest/

8. https://github.com/cslab-ntua/vRIMS

9. http://artemis.cslab.ece.ntua.gr:8080/jspui/handle/123456789/18315

Aoyiopiko tov epyootnpiov: VRJMS (virtual Resource and Job Management System)

VRUIMS

virtuow resource ond Job monnoement system

Y\omoinomn etkovikot duyepioth) mopwv yioo MPI e@oappoyég oe vmepumoloyLoTiké cuoTHpaTA.
[Tepiocotepeg mAnpogopieg otn ceAida wiki tov epyaieiov:

e https://github.com/cslab-ntua/vRIMS/wiki

Emikowowvio: Nikoroog Tpiavtaporing, ntriantafyl@cslab.ece.ntua.gr
T'ecdpylog I'kodpag, goumas@cslab.ece.ntua.gr, 210-772-2402
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6 Avalvon 8edopévV VILEPVITOAOYLGTIK®YV CUGTNHATOV

Ot Suoyelplotég TV oOYXPOVEOV LITEPLITOAOYLOTIKMOV GUGTNUAT®VY €XouV TN duvatdTTA GLANO-
Y1G OTUAVTIKAG TTAN POPOPLOG YLOL TH GUHTTEPLPOPE TWV EPAPHOYDV TTOL EKTEAODVTOL GTO GUGTIHAL, TOL
OULTAHOTA TOV XPTOTOV KL TNV TOLOTNTA LINpeciog mov Aapfdvouy, aAA& KkaL Tr cUVOALKY KATd-
otaot tov cvothpatog. H culdoyn 1otopikodv dedopévov Tov ovoTipatog divel SuvatdTNTES Yot TN
BeAtiwon g xprong Tov cLGTHHATOG, aPoL 1) eneepyacia TnG Popel va cUPPaAlel 6T pelwon Tov
XPOVOL OVOHOVAG oTtd TNV TAELPA TV XPNOTOV, 6T PEATIOCT] TV TOATIKOV SEGUELONG TOPWV KoL
XPOVOSPOHOAOYNONG TOV EPYAOLOV, AAAL KAl TNV avOEKTIKOTNTA TOV GUOTNHHATOG 68 cpaApata. H
TOPOKAT® epyocio e0TLALEL GTNV AVOEKTIKOTNTA TOV CUGTHHATOG 08 CPAAPATAL.

6.1 YAomoinomn cuoTHPATOG TPOPAEPNG CPAAUAT®OV OE CUGTHPATO VPNANG ETTL-
doomng pe TeEXVIKEG PNXAVIKNAG padnong

Ot onpepivol LITEPLTTOAOYLOTES AVTLHETOTILOVY GUY VA opdApata ot kabBnpepwvr Baon. Ilapodro mov
LTT&PYOLY TOAAEG TTpooeYYicelg avaktnong (recovery), 6mwg to checkpoint/restart, katd v avé-
KTnom tov dipopwv components and ceoiporta, YAveTon oNUovTiKr vToAoyloTiky oyve. Ta véa
ovotipato kAipakog exascale tpofAémeton 6Tl avTipetwtilovy akdpa o YnAd T060oTd COUAPETOV,
AOY® Tov av€npévou AnBoug Twv components tov ta cuvBETovy. Emopévamg, eivar onpovtikd vo vthp-
XOUV KOAKDG optopévol deikteg cparpdtwv (failure indicators). Tor apyelar kKaToY poprig TOL GCUGTHHATOG
(logs) amotelobvTan atd Keipevo mov kpvPel TANPoPopieg yia TNV ekdoTote “vyeia” TOL GLOTARATOG.
JUVEN®G, 1 aotelecpatiky TPOPAEYT COUAUAT®Y TOL GLOTHHATOG Péow Twv logs Ba propovoe va
EMLTPEYEL TTPOANTITLIKOVS HITXOVIOHOVG avikTnong kol dpa avénon tng aklomiotiog (reliability). Xtnv
nopovoa SimAwpatikr), Oo pedetricovpe v aflomoinon twv logs ko CLYKEKPHEVR TOV KELLEVOL TTOUL
auth mepéxovy, Bo avalboovpe Ta keipeva avtd ko B avatu€ovpe éva cOoTnpa TPOPAEYNS oPa-
HaTwV og kOpPoug Tov vepumoloyiotr pe n xprion Transformers. Tia tnv yprjon twv Transformers, n
vAomoinomn Ba yivel 1060 xpnoyonoldvtag kamolo pre-trained povtédo 660 Kot PTIdYVOVTOG TO Ol
pog Transformers povtélo.

Yxetwkny BifAroypaepia:

« Das, A., Mueller, F,, Siegel, C., Vishnu, A. (2018, June). Desh: deep learning for system health
prediction of lead times to failure in hpc. In Proceedings of the 27th International Symposium on
High-Performance Parallel and Distributed Computing (pp. 40-51).

- Vaswani, A., Shazeer, N., Parmar, N., Uszkoreit, J., Jones, L., Gomez, A. N., ... Polosukhin, I. (2017).
Attention is all you need. In Advances in neural information processing systems (pp. 5998-6008).

Yyxetikd Mabnipata: Svotipata HoapdAining Enetepyaociog, Nevpwvikd Aiktoa kow Evgur} Yrodo-
YLOTLKA ZUOTHHATO
Emwcowvovia: Mapidvva T{hptln mtzortzi@cslab.ece.ntua.gr

Nucéha Iomadomovrov, nikela@cslab.ece.ntua.gr, 210-772-2279

T'ecdpylog I'kodpag, goumas@cslab.ece.ntua.gr, 210-772-2402


mailto:mtzortzi@cslab.ece.ntua.gr
mailto:nikela@cslab.ece.ntua.gr
mailto:goumas@cslab.ece.ntua.gr

II. Apxitektovikn

7 Apyrtektovikn Ynoloyiotov kot Mnxavikn MaOnon

AlyopiBpol pnyoviknig pabnong ta€vopnong (classification) ko mpoPAeyng (prediction) epappolovron
TAEOV KATA KOOV GE TOUELG OTIWG 1) OPAOT) VITOAOYLOTAOV, 1) emteepyacia PUOLKHS YADOOOG K.al, TTe-
Tuyaivovtog evivnwotokd aotedéopoto. Kot eve ouyvéd oyedidleton e€eidikevpévo hardware yio tnv
ETLTAYUVOT) TOUG, ALYEG £lVOL TTPOG TO TTALPOV OL TEPUTTMOOELS EPAPHOYTIS/XPTIOTS TOVG Yo TN PeAtiwon
g dag tng emidoong evog LITOAOYLETIKOD GUGTHHATOG.

OL mapokdte epyocieg eaTiAloVY TOGO GTNV XPHOT] TEXVIKOV UNYXAVIKNG HABnong otnv apyLte-
KTOVLKY DTTOAOYLOTAOV OGO KoL GTNV atodOTIKT] LAOTOINGoT TV SV Twv adyopiBpwv.

7.1 E@oppoyn adyopiOpmv pnxovikng Hadnong otnv opXLTEKTOVIKY VITOAOYL-
OTWV

Ou o0y poveg apXLTEKTOVIKEG LY VA EUTAEKOLY eLPLOTIKES HeBOSoLG, peBddovg TpodPAednc/vmobeti-
KNG eKTEAEOTG YLl TN) HeyLoTOToin o TN enidoong evog cuothpatog. Ilapadeypa propet vo BewpnBet
n xprion mpoavakinong (prefetching), mov ypropomoLeiTon yior TNV AVTIHETOMTLON EVOS GTIHOVTLKOD
onpeiov ovpeodpnong (bottleneck) enidoong Twv GOYYPOVEOV APYLTELTOVIKGDV, TOV KOGTOVG TPOCTEA -
oNG NG KVPLAG HVAKNG. KOOGS TNG GLYKEKPLEVNS SuTAwpatikig eivon 1) Stepedvnon tng duvatdtnTog
eQOPHOYNG aAyopiBpwv unyoviknig padnong yio tn PeAtiotomoinon tng emidoong pe oto)0 PeATioTo-
TOLNGELG OTN) XPNOT) TV KPLPQOV pvnuev (caches, prefetching), oto pnyoviopo eicovikng pvipung (TLBs),
oto pnxoviopd mpoPreymng diaxAadwoewv (branch prediction) k.a.

3todx0g eival apyikd va yprnotpomoinBel Aoyiopikd pnyovikng pédnong (. pytorch) pe mpaypo-
kG dedopéva amd cOYYpoveL PNyavipata Yo T HEAETT) SLa@opeTikdV povtéAwy (1. LSTMs). X1n
OULVEXELX, AVAAOYQ HE TO CUUTTEPACHATO TOV TTPOTOL Pripatog, Oa emiyelpriocovpe va afLoAoYT)GOLE
1 SuVaTOTNTA EPAPHOYNG TOVG GE eMITEDO PIKPOAPXLTEKTOVIKNG AapfdvovTtag vdyn tnv ToAvAo-
KOTNTQ, TO XPOVO AIOKPLOTIG KOL TNV KATAVAAMGT] XOPOL KAl EVEPYELOG.

Yyxetikd MaOnpota: Hponypéva Oépata Apxitektovikig YITOAOYLOT®OVY
Yyxetwkny BifAtoypaepia:

1. Learning Memory Access Patterns

2. Dynamic Branch Prediction with Perceptrons

3. BranchNet: A Convolutional Neural Network to Predict Hard-to-Predict Branches
4. Virtual Address Translation via Learned Page Table Indexes

5. SmartChoices: Hybridizing Programming and Machine Learning

(o))

. Applying Deep Learning to the Cache Replacement Problem

Emikowwvio: XAon AABéptn, xalverti@cslab.ece.ntua.gr, 210-772-2279
Kwotng Nikag, knikas@cslab.ece.ntua.gr, 210-772-4159
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7.2 TIp6PAeypn cuumeplpopds KPLP®V HVNUOV pE TEXVIKEG eneEepyaciog @u-
OKNG YA®OooQg

AdYw TG av€ovopevng dtoupopag Tory DTN TG PeTal TOL emeEepyaaTr] KoL TNG KOPLOG HVIHNG, OL KPUPES
pvripeg (CPU caches) eivon kpioipeg yia tnv emitevén vymAng tayxdtntog enctepyaciag. Kabe mpoomé-
Aaorn pvrung mov dev Ppiokel ta dedopéva TG oTIG KPLPES PvTpeg oToLyilel dexddeg éwg exaTovTAdEG
kOkAovg pnyavic. H ikavotnta va tpoPfréfoupe mwg Oa oupmepupepbei éva mpdypoppa yior dtapope-
TIKEG LEPOPYLEG KPLPTIG PVIUNG elva AOLTTOV Tpopepd XPriotn. Mag emitpénel va StahéEovpe o moLov
ene€epyooth) v TpEEOLLE TO TPOYPOPUA HOG 1) TG VAL HOLPAGOVHE TNV KPLQPT] HVIIT VApEs o€ Tpo-
YPOHHaT TOL TpéYOLV TapdAAnAa otov ido enekepyaotr], dote va meTOYOLpE TNV péYLoTH dvvarth
Ty LT TA.

Sxedov OAeg oL emLTLYTHEVEG TEXVIKEG TIPOPAEYNC YLt KPLPEG PVTHEG emteEepyao TV TteplopilovTon
oe LRU kou tuyaieg moAttikég avtikatdotaong [1, 2, 3]. H povn mpdoeatrn teyvikr [4] mov vrootnpi-
CeL GAAeg TOALTIKEG OVTIKATAOTOOTG QLTTAULTEL TTPOTYOOHEVT] YVMOGT) TNG TTOALTLKNG KOL VOLAVTLKY) TTEPL-
YPOPT] TV XOPOKTNPLOTIKGOV TNG. To TpdPAnpa dpwg eivar 6TL oL povtépvol enekepynctég dev xpnot-
pomototv LRU 1} Tuyaieg moALtikég 6To TeAevTaio eminedo KpLOMOV PVIIOVY KoL KATd Kovova dev XOupe
AT POPOPIEG VIO TO TL XPTOLULOTTOLOVV.

O o10)0g avTNG TNG STAWUATIKNG ELVOL VO X PT|CLLOTTOLGEL TEXVIKES PNYXAVIKNG HAONoNG Kot erte-
Eepyaoiog puoikrg YAOooag, mopdpowa pe ta [5, 6], Yl Vo HOVTEAOTIOLGEL QUTOHATO TTWOG TR TTPO-
YPOHHATO X PTCLHOTOLOVY TNV KpuPr pvhun. Me awtd to povtédo, Ba propoovpe va mpoPAéfouvpe to
OGOGTO OITOTLXLMOV KPLUPTIG HVAHNG EVOC TTPOYPAHHATOS Yia KPLPEG pVpeS Stapdpwv peyeBwv (cache
miss ratio curve) ywpig xopio GAAN TANPoPopio yio TG TapopéTpoug tng pvhung. H mpoPreym o
Baoileton omokAeloTicd Ko povo:

1. oTo HOVTEAO TNG KPLYPTIG HVTIUNG,
2. OTOV KOSLKA TOL TPOYPAUHATOC, KOL

3. OTNV KOTAVOUT TV TTOGTACEWV ETAVOYPTOLpoToinong (reuse-distance histograms [3]), n omoto
delyVeL TNV TOTTLKOTNTA TV TPOCTIEAAGEDY TOV TPOYPAHUHOTOS.

ITio ovykekpéva, Eva vevpwvikd diktvo tomov transformer o exmondevtel va e€orydyet amd Tov
KOSk TIG LOLOTNTEG TOV €KELVEG TTOL €N PEALOVV TNV CUUTEPLPOPA TOV GXETIKA pe TNV pvrjun. Metéd,
eva devTepo vevpwvikod diktvo (CNN 1 attention-based) Oa pdbet va cvoyetilel Tig 18LOTNTES TOL KOILKAL
KO TIG AITOCTACELG ETTAVOLY PT|CLHOTTOLNGTG HE TO TOGOGTO ATOTUXLWOV KPLONG HVIHNG. Me avtd Tor dvo
diktva Ba propovpe v TPoPAETOLE TNV GUHTEPLPOPA OTTOLOVONTTOTE TPOYPAUHATOG,

H duthwpatikn propet va vhomown el eite oe mpoyportikd eme€epyaotr) eite oe eEOHOLWTY KPLENG
HVARNG Yot vor ouykevtpwBolv ta astapaitnta dedopéva. H mpdtn emdoyr] eivon o ypriyopn aAA&
ortontel KOSIK YopUnAoD emédou yia Tov EAeyY0 TNG KPLPHG HVHUNG KOL TNV GUAAOYT] TWV OTATLOTL-
kov. H debtepn emhoyn eivon Alyo mio ypovoBopa dAra o ebkoro vo vAomonBel ko o eveALKT.
Meté tnv cvAAOYT TV dedopévev, 0 oxedlacpog kol 1) ekTtaidevoT TV dV0 VELPWVIKOV dIkTOWV Bo
elvar 0 id1og ko Ba Pacileton ot Aoyiopika keras ko tensorflow.

H Suthwpatikr B exkmovnBei oe ouvepyaoia pe tov Ap. IladbAo Ietodpevo amtd to University of
Manchester. T

Yyxetiea MaOnpato: [Iponypéva Otpata Apyitektovikng Yroloylotov, Nevpwvikad Aiktva kot Evpon
YnoAoylotiké Zuotipota
Yxetwkny BifAoypapia:

1. M. Sasongko, M.Chabbi, M. Bagheri Marzijarani, and D. Unat, "ReuseTracker: Fast Yet Accurate
Multicore Reuse Distance Analyzer”.


https://dl.acm.org/doi/10.1145/3484199
https://dl.acm.org/doi/10.1145/3484199

2. Q. Wang, X. Liu and M. Chabbi, "Featherlight Reuse-Distance Measurement.

3. E. Berg and E. Hagersten, "StatCache: a probabilistic approach to efficient and accurate data
locality analysis”.

4. N. Beckmann and D. Sanchez, "Modeling cache performance beyond LRU”

5. C.Cummins, P. Petoumenos, Z. Wang and H. Leather, "End-to-End Deep Learning of Optimization
Heuristics”.

6. M. Allamanis, E. T. Barr, P. Devanbu, and C. Sutton, "A Survey of Machine Learning for Big Code
and Naturalness”.

Emwcorvovia: Kwotrg Nikag, knikas@cslab.ece.ntua.gr, 210-772-4159

7.3 Ameikovion adyopifpmv Babidg M&bnong otnv ndat@oppa Graphcore IPU

To IPUs tng Graphcore (www.graphcore.ai) vtoéoyovtal emidooelg onpovtikd koahvtepeg otd GPUs
oty eneepyaoia epoppoydv Pabibc pddnong (mov propodv va ekPpaoTodv wg Yp&pol) He Xprion
TUPOAANALGHOD Kot TOAAATAGV TomkdVv pvnuodv. Ta IPUs tng GraphCore mpoypoppatifovtol pe to
Poplar toolflow ko vitootnpilovv tnv amewkdvion CNN (mt.x. pe PyTorch). Evdeiktikd, n epyaoio ot
Bo aoyoAnOel pe ta Tapakdto:

« Amewkovion evog alyopiBpov Histogram-of-Oriented-Gradients (HOG) pe xprjon tov mpoypory-
potiotikod mepipédiiovrtog Poplar ko oOykpion pe multi-core CPUs kot GPUs wg mpog emtdo-
OELG, KAPAKWOIHOTNTO, KAT.

+ Atomoinon moAramAodv IPU yuo tnv emidvon peyoddtepwv tpoPfAnpdtenv

+ Avtikataotoaon tov adyopiBpov HOG pe full-featured CNN xa cOykpion oe IPUs.
Yxetwkny BifAroypaegia:

1. Evdewktikn) epappoym yio omelkovion:https://arxiv.org/abs/2006.00816

2. ITAnpogopieg yra tnv mAat@oppo:https: //www.graphcore.ai/hubfs/Lead%20gen%20assets/DSS8440%
20IPU%20Server%s20White%s20Paper 2020.pdf

Emwcorvowvia: Atovioiog Ivevpartikdtog, pnevmati@cslab.ece.ntua.gr, 6944763171
MnAadng Moavayidg, pmiliad@cslab.ece.ntua.gr

8 Kopra Mvipun Xvotipatog

8.1 Emidoon kaimpocappoyn epappoynv oe cvotipote pe Non-Volatile Memories

[Ipécpata EXouV KAVEL TNV EUTOPLKT] EPLPAVICT] TOVG OVOOVOHEVES I TITNTLKEG TEXVOAOYLIES HVIHNG
(NVM) (dnA. PCM, STTRAM «k.A7.) ot ontoieg mpocpépouvv byte-addressable tpocfoaon oe povipo dedo-
péva (Sratnprpéva oe aotoyieg 1oxvog), pe kabuotépnon tpdcPfacng Kovtd oe avTh NG TEXVOAOYing
DRAM. Eivai npoomerdoipeg pe amAég load/store evtodég CPU kot Popodv va Tpoc@épouy Xwpr-
TIKOTNTEG TNG TéENG Twv TBs. H pn mIntikdTnTa Tng TeXVOoAOYiog PVIHNG TPOCPEPEL HLoL HOVALOLKT


https://ieeexplore.ieee.org/document/8675243/
https://ieeexplore.ieee.org/document/1291352
https://ieeexplore.ieee.org/document/1291352
https://people.csail.mit.edu/sanchez/papers/2016.model.hpca.pdf
https://chriscummins.cc/pub/2017-pact.pdf
https://chriscummins.cc/pub/2017-pact.pdf
https://dl.acm.org/doi/10.1145/3212695
https://dl.acm.org/doi/10.1145/3212695
mailto:knikas@cslab.ece.ntua.gr
https://arxiv.org/abs/2006.00816 
https://www.graphcore.ai/hubfs/Lead%20gen%20assets/DSS8440%20IPU%20Server%20White%20Paper_2020.pdf
https://www.graphcore.ai/hubfs/Lead%20gen%20assets/DSS8440%20IPU%20Server%20White%20Paper_2020.pdf
mailto:pnevmati@cslab.ece.ntua.gr
mailto:pmiliad@cslab.ece.ntua.gr

EVKALPLXL YLOL TOV ETAVATTPOCTOLOPLGHO TNG G TNPTG SLdKpLon G HETOED pvhpng (memory) ko aobr)-
Kevong (storage) otn otoifa LTOAOYLETOV. ETOX0G TNG Tapovoag SUTAWHATIKNG eivar 1) e€otkeiwon pe
Ta Tpoypoppatiotikd meptPdiiovia yio NVM pvripeg, n avéAvon enidoong epappoydy 6e autd To
oLOTARATO, Kot 1) BeATioTOTOLNOT) EKTENEGTIG TOVG.

8.1.1 BeAmiotomoinomn epappoymv

Epappoyég évraong dedopévav (.. Paoelg) propodv va Eavaypoapodv daTte va ato@iyouV To serialization
/ deserialization twv dedopevev Touvg kot va kepdicovv e emidoorn OTAV TPEXOLV GE GUOTHHATA HE
PMem devices. Extog amd tnv pLlikr] avortpocappoyr, EQopproyéG HITOPODV VL EVEOHATOCOUV HEPL-
KOG TTPOYPUHUUATIOTIKES TTPAKTIKES TTOL eKpeTAAAEVOVTOL TNV PMem teyxvoAoyia yuo vor emitoyhvouy
ta IO operations (e.g. xprion mmio kat povipomoinon (persistence) twv dedopévwv amd to xHdpo xpi-
otn). Ztov avtinoda, n PMem ewcdyet kot k66 oto 10 (kupiwg 6To mmio) oe cOykplon He TNV Tpo-
ocwpvr arodnkevor 10 dedopévwv ot DRAM (page cache buffering): éxer meplopiopévo bandwidth,
avEnpévo latency ko acOppeTpa kdoTn ota read/write operations. Apa oL eQapPOYEG TPETEL VAL TTPO-
oé€ovv mora dedopéva B Tomobetrioovy apetydg ot PMem ko yio oo dedopéva Oo emitpéfovv to
kAaoikd DRAM buffering over storage. Xkomog avtrg TG SUTAOHATIKNG ELVOL ) HEAETT TWV TTALPOL TTAVE
KO(L O TIELPOPATIONOG LE TNV TTPOCAPHOYT] VEDV EQOPHOYOV Ge cuoThpata pe PMem devices.

Yyxetikd MaBnpoto: ponypéva Oépata Apyitektoviknig Yroloylotdv, Epyactiplo Asttovpytkdv
SUOTNHATOV

Yxetwkny BifAtoypaepia:
1. Finding and Fixing Performance Pathologies in Persistent Memory Software Stacks
2. Persistent Memory Development Kit

3. Basic Performance Measurements of thelntel Optane DC Persistent Memory Module

Emwcorvovio: XAon AABéptn, xalverti@cslab.ece.ntua.gr, 210-772-2279
Teddpyrog I'kodpog, goumas@cslab.ece.ntua.gr, 210-772-4133

8.1.2 Aopég dedopévov

370 KaLVOUPYLO TTPOYPOUHATIOTIKO pHOVTELO oL 0dnyel 1) xprjon PMem pvrpng kot oto omoio deomo-
Cev 0 éheyyog xou 1) emPorr) tng povipdTnTag Twv dedopévev (data persistency) amd to xopo xpriotn,
évag Bepelddeg epyareio eivon 1 pn entikr] otoifa (non-volatile heap), n xprjon SAS pog persistent
malloc. Tetoieg Aettovpyieg/diemapég mtpoopépovton amd emionpeg PipAtodrkeg (.. Intel PMDK). ko
divouv 11 duvardtnta oxediopov persistent dopdv dedopévwv (.. dévtpa, Aoteg, yphpoug). Ot dopég
amofnkedovtal povipa oe evo PMem storage device oe binary popen kot mpoomeAadvovTal/avaved-
vovtou katevBeiay oo device). H duokolio mov mpokvmTel ewval 1 dnpovpyio Sopdv ov popovv va
eyyunBotv tn ocuvoyn (atomicity/consistency) twv dedopévov ko tng g g dopng petd amd éva
oQAOAMIA GLOTAROTOC ) Hix aoTo)io LoxVog (Aettovpyieg mov mapadociakd TpocPépel évar GOOTNHA
apxeiwv 0To YOPO TLPHVA). TNV Topovoo SutAwpatiky Oa pedetioovpe Tnv avtictolxn PpAitoypa-
¢io, Bo e€otkelwBoipe pe Ta TpoypoppaTioTiKd epyaheia ko povtéda yioo PMem ko Ba emtuyetprjcovpe
to oyediopd pog persistent doprg (.. skiplist).

Yxetikn BifAoypagio:

1. MOD: Minimally Ordered Durable Data structures for Persistent Memory

2. Data structure primitives on persistent memory: an evaluation


https://dl.acm.org/doi/10.1145/3297858.3304077
https://docs.pmem.io/persistent-memory/getting-started-guide/what-is-pmdk
https://arxiv.org/pdf/1903.05714.pdf
mailto:xalverti@cslab.ece.ntua.gr
mailto:goumas@cslab.ece.ntua.gr
https://pages.cs.wisc.edu/~swift/papers/asplos20-mod.pdf
https://dl.acm.org/doi/10.1145/3399666.3399900

3. NV-Heaps: making persistent objects fast and safe with next-generation, non-volatile memories

4. Persistent Memory Development Kit

Emwcorvovia: Kwotrg Nikag, knikas@cslab.ece.ntua.gr, 210-772-2279
XAon AABéptn, xalverti@cslab.ece.ntua.gr, 210-772-2279
Anpitprog Zwokafipag, jimsiak@cslab.ece.ntua.gr, 210-772-2495

9 Melétn opyavoroewv Tvakmv oeAidwv (page tables)

To Aertovpytkd oVoTNHA lval LITEBOBLVO YL TNV SECHELOT PUGLKTG PVIUNG KoL Yia TV atoBrjkevon ko
OULVTHPNOT] TWV OVTLOTOLXIOEMV TV ELKOVIKOV JLEVBDVOEWY TV EPUPHOYOV 08 PUOLKES SlevBVVOELC.
Tn tAnpogopic avTr] T1 cLVTNPeL TO AelTovpyLkd o eldLkég BopEG vl QOPHOYT], TOUG TTivokeg oeAi-
dwv (page tables). O1 dopég avtég eivon mapadooiokd devdpikég (radix trees) Tig omoieg mpoomeladvel
elducog pnyaviopog vitkot (hardware page tables walkers) yio va Bpet Tig puoikég petappdoelg elkovi-
KoV d1evBivoewy TV ePapproydV katd TV ektéAeot toug. To fdbog tov dévtpov e€aptdratot amd to
péyebog Tov xdpov devBivoewv (address space) ko wg orjpepa Tar SEVTPA HTAV TECCAPWV ETLITEIWV.
Me tnv oAoéva av€avOpevn) XwpNTIKOTNTO TOV KOPLOV Pvnudy, To fabog twv dévipwv emikertal vo
peyodwoel ko va yivel 5 emédwv. To B&Bog ennppedlel To xpovo ov astatteital yio TNV avaKTnon
HLOG HETAPPAOTG KOl GUVETTAOG TNV emidooT TV epappoydv. H enidpacn mollamiaoialetor 6Tav ot
EPUPUOYEG EKTEAODVTOL EVTOG ELKOVIKOV pPnyavev (virtual machines) 6mov xpetdletan 1 eppolevpévn
npooméhaot (nested paging) twv mvakwv cedidwv 1600 Tov guest ooo kot Tov host machine. Z0y-
XPOVEG EPELVNTIKEG SOVAELEG TIPOTELVOLY EVOAAAKTIKEG OPYOVOTELS TWV TILVAK®WY GEALSWV, .Y TLVAKEG
KOTOKEPHATIOHOV avTi yiot SEvTpa, yia Tr HelwaoT Tov xpovo Tov page table walk. Zkomog tng mapodcog
SUTAWUATIKTG elva Vo TPOGOROLOOEL KL VoL AELOAOYT|OEL SLaPOPETLKEG OpYaVOGELG page tables.

Yyxetikd MaOnuota: ponypéva Oépata Apyitektovikng Ymoloylotov, Aettovpyikd Jvotpata
Yyxetwkny BifAtoypaepia:
1. Hash don’t cache the page table

2. Elastic Cuckoo Page Tables: Rethinking Virtual Memory Translation for Parallelism

Emwkotvovio: XAon AABéptn, xalverti@cslab.ece.ntua.gr, 210-772-2279

10 Emextdoeig ApXLTEKTOVIKNG

10.1 Apxirektovikn vwooTRPLEN Yo fEATIOGT TOV XPOVOL EKKIVIONG KO EKTE-

Aeomng containers

IToAMoi époxot vTodopdv vtohoytotikod vépoug (cloud computing) mapéyxovv v duvartdtnto exTé-
AEGNG EPAPHOYDOV X PNCLHOTOLOVTOG TO TTePLPALOV TwV containers. Qotdc0, o€ avTd TO TEPLPGALOV
ekTéAeamg vTapyovy dv0 attieg oL emNpPpedlovy TNV ATOS0CT TWV EPAPHOYOV: (r) 1) APYT) APXLKOTTOL-
non (boot time due to cold starts) Twv containers (yio toapaderypa, serverless functions [2,3,4,5,1]), ko
(B) n apyn extédeon TV KAoEwV cuoThpatog (system calls) Adyw Twv emimAéov eAéyxwv oL yivovton
[6] (v mapaderypa, I/O intensive applications).


https://dl.acm.org/doi/10.1145/1961295.1950380
https://docs.pmem.io/persistent-memory/getting-started-guide/what-is-pmdk
mailto:knikas@cslab.ece.ntua.gr
mailto:xalverti@cslab.ece.ntua.gr
mailto:jimsiak@cslab.ece.ntua.gr
http://www.cs.technion.ac.il/~dan/papers/hvsr-sigmetrics-2016.pdf
http://www.cs.cmu.edu/~dskarlat/publications/cuckoo_asplos20.pdf
mailto:xalverti@cslab.ece.ntua.gr

Y avtr) n SumAopatiky epyoacio, 0o avalboovpe TNy extéleot) LIL&PYOVTWV TEPPAANOVTOV eKTE-
Aeong containers (yix mopaderypa, Docker, gVisor, Firecracker) yia va katohdPovpe kaddtepa Tig 6v-
véTeleg TNG ekTéAEONG eppHOYDV oe docker, kat Ba avarywvploovpe Aettovpyieg mov éxouv Tnv Suvato-
T Vo emtayvvBoy péow edikTg vooThpLEng oto LALKO. ITo ocuykekpyéva, Ba emkevtpwBolpe oe
ekelvo To emimedol ELKOVIKOTOLNOTOG TTOL EMLTPETOLY TNV ATOPOVWOT] e@appoy®v (e.g. SecComp [6],
Namespaces). Avté Tow emineda eLKOVIKOTOINGNG XPMOLHomolovy didpopoug mivakeg ov ypedlovton
Vo SNULOVPYODVTOL, VO EVIIHEPOVOVTAL, KXL VO XPTCLHOTOLODVTL OTO TOV TTUPTVA TOL AELTOLPYLKOD
OUGTHHOTOG, YL VO TTOPEXETAL ITTOPOVOCT] TOV EPGPHOYDV. Metd Tnv avdAvor, Ba emikevtpwboope
otV avamtugn eldikng vToa T PLENG o€ emimedo LALKOD Kol OPLTEKTOVIKTG PHE OKOTTO VOL HELWGOUVHE TOV
XpOVo apxLKomoinong Twv containers kot To kK6GTOG eKTéEAEOTG TV system calls.

Yyxetikd Madnpato: ponypéva Oéparta Apyitektovikng Yroloyiotdv, Epyaotipio Asttovpytkdv
JUOTNHATOV

Yxetwkny BifAoypagia:
1. Architectural Implications of Function-as-a-Service Computing, MICRO 2019

2. Catalyzer: Sub-millisecond Startup for Serverless Computing with Initialization-less Booting,
ASPLOS 2020

3. SOCK: Rapid Task Provisioning with Serverless-Optimized Containers
4. SAND: Towards High-Performance Serverless Computing

5. Serverless in the Wild: Characterizing and Optimizing the Serverless Workload at a Large Cloud
Provider, ATC 2020

6. Draco: Architectural and Operating System Support for System Call, Security MICRO 2020

7. BabelFish: Fusing Address Translations for Containers, ISCA 2020

Emcowvovia: Kwotrg Nikag, knikas@cslab.ece.ntua.gr, 210-772-4159

11 Apyrtektovikn RISC-V

H RISC-V apxLTeKTOVIKY €LVOLL HLot OLVOLKTT] KO ETTEKTAOLN OLPYLTEKTOVIKT] CUVOAOU EVTOAGV TTOL Eg-
kivnoe va avantbooetal oto Havemotripio tov Berkeley to 2010 ko amd to 2016 Aopfaver Siebvn
pocox TOGO and TOV aKASNHATKO X®OPo 660 KoL artd Tov X®po NG Propnyoviag, pe katdAAnAn
vrooTtnpiEn oe O A ta emimeda tng vtoAoyloTikng otoifag (VALkO, Aettovpykd cvotnue, PLPAtodr-
KEG, HETUYAWTTIOTEG, KTA). QG OVOLKTI) KOl ETEKTAOLUN OPXLTEKTOVIKT] TPOCPEPETAL YL TNV EPEVVAL
0€ AELTOVPYLKEG ETEKTAOELG, EVD TOAAEG LAOTIOLOELS aVOLKTOV KMk eivor dpeca Srobéopeg, dAeg
amAovoTepeg He Ypappikn in-order pipeline ko &Adeg peyadOTepwv emd0cEwWV e TUPTVAL EKTEAECTG
EVTOADV ekTOG oelpdg (out-of-order).


https://parallel.princeton.edu/papers/micro19-shahrad.pdf
https://dl.acm.org/doi/10.1145/3373376.3378512
https://www.usenix.org/conference/atc18/presentation/oakes
https://www.usenix.org/conference/atc18/presentation/akkus
https://arxiv.org/pdf/2003.03423.pdf
https://arxiv.org/pdf/2003.03423.pdf
http://www.cs.cmu.edu/~dskarlat/publications/draco_micro20.pdf
https://ieeexplore.ieee.org/document/9138923
mailto:knikas@cslab.ece.ntua.gr

11.1  MeAén nepifpdAlovtog avamTuEng kot vAomoinon emttayvviov o€ RISC-
V apxitekTovikn

3t6X0G NG TOPOoLoaS SITAWUATIKTG epyaciag eivat 1) peAétn tov meplBaAlovtog avamTuEng vAlkoD
tov Rocket Chip Generator ov avasttocoetor amd to avemotipio tov Berkeley ko o estidioovpe
otnv owvaituén emtayvvtov oe RISC-V apyitektovikég xpnoonoldvag to framework tov Rocket
Custom Coprocessor (RoCC).

Yyxetikd MaOnpota: ponypéva Oépata Apxitektovikig YIToAOYLOT®OV
Yyxetwen; BifAtoypaepio:

1. A Hardware Accelerator for Protocol Buffers, MICRO 2021

2. A Hardware Accelerator for Tracing Garbage Collection

3. https://en.wikipedia.org/wiki/RISC-V

4. https://www2.eecs.berkeley.edu/Pubs/TechRpts/2016/EECS-2016-17.pdf

Emwcorvovia: Kowotrg Nikag, knikas@cslab.ece.ntua.gr, 210-772-4159

11.2 A&wmota Iepifparrovra Extédeong

‘Eva a€lomioto meptPdrdov exktédeong (Trusted Execution Environment - TEE) eivan pio evoddok i
Aertovpyia tov emeEepynotr) 1 omola Tpoo@épel LYMAdTepa emtinedo acpaieas. Otav évag emekep-
yootng Ppioketor oe Aettovpyiar ac@arlotg exTéleong eyyvatat 0Tt 0 kodkag Kot To dedopéva piog
epappoyng mov tpéxel evtog tov TEE dwatnpovvron amdppnta (confidentiality), ko mpootatedeton i
axepandtnTa (integrity) tovg. Eva TEE eivan éva aopovopévo meptBaAlov ektédeong To omoio mapéyel
emmAéov SikAeideg aopadeiag oe oyéon pe tnv “amAn” exktéleot tov emekepyaotr). O xdpog exTéAe-
ong evog TEE -ovopaletal enclave- mpocpépel vPnAotepn aoQaAeld GTIG EPAPHOYES OLTTO TNV TUTTLKT
QCPAAELQ TTOV TTPOCPEPEL EVAL AELTOVPYLKO GOGTNHA, XWPIG OHWG VO XAVEL T TTPOGOVTA TOV AELTOVLP-
YIK0OU cUOTHHOTOG O0mwg Ta system calls, I/0, diaxdiepyosiokt emkovwvia KA.

To Betiké opéAn twv TEE avtiotabpilovtal amtd tnv mibavi peinon tng emidoons twv epapproynv
AOY® TV mapevepyel®v g tpdobetng aocpdieros. To vymAodTepo kdoTOG TV context-switches Adyw
twv emikeipevov TLB kou Cache flushes, kaBdog kot to emumAéov voloyloTikd kK6GTOG Yo integrity-
confidentiality dnpiovpyodv tnv avaykn yio e££TooT EVAANUKTIKOV TEXVIKGOV TTOL VO TTPOCPEPOLV
tkavoTtoLn Tk entimedo ac@dhelag, xwpig Tnv pelwon ng enidoong. Ztnv cvykekpLuévr SUTA®pATLKY
Bo aoyoinBovpe pe o Keystone TEE 1tng apyiktektovikrig RISC-V, tnv avdivon tng ocupmeplpopig
Tov Ko Tig Tlavég Texvikéc/pebddovg Pedtivwong g enidOONG TOV EPAPUOYDV TTOV TPEXOLV EVTOG
evog Keystone enclave. Ov miBavég mpoekTdoelg TNG TOpovoOG SUTAWHATIKNG HITOPEL VO pOpOVV TO
Keystone Framework, to Aettovpyikd cvotnpa Linux i ko tnv vtokeipevn apyttektovikr) RISC-V.

Yyxetikd Mabnpato: ponypéva Oéparta Apyitektovikng Yroloyiotdv, Epyaotipio Asttovpytkdv
JUOTNHATOV
Yxetwkny BifAroypaepia:

[1] Trusted Execution Environment (Wikipedia Page),
https://en.wikipedia.org/wiki/Trusted execution_environment

[2] Keystone: An Open Framework for Architecting Trusted Execution Environments,
http://n.ethz.ch/~sshivaji/publications/keystone eurosys20.pdf


https://sagark.org/assets/pubs/protoacc-micro2021-preprint.pdf
https://en.wikipedia.org/wiki/RISC-V
https://www2.eecs.berkeley.edu/Pubs/TechRpts/2016/EECS-2016-17.pdf
mailto:knikas@cslab.ece.ntua.gr
https://en.wikipedia.org/wiki/Trusted_execution_environment
http://n.ethz.ch/~sshivaji/publications/keystone_eurosys20.pdf 

Emikowowvia: Nikog X. ITarmaddmovrog, ncpapad@cslab.ece.ntua.gr

11.3 Xxediaopog, vAomoinon, kot aEloAoynon enidoong Tponypévev oxnuo-

TV KPUPNG HVAHNG TOV CUGTNUATOG JLAXEIPIONG ELKOVIKNG HVAUNG TOV
Rocket Chip Generator

O Rocket Chip Generator [2] eivar évog avorytod k®dika System-on-Chip (SoC) Generator mov
nopayel mapapetpornotnopa RISC-V SoCs. Eivow vAomownpévog otnv yAdooa Chisel [3], ) omoio ka-
BLoTd 0KOAN TNV TTEPLYPALPT] TTOADTAOK®Y KO TLAPUHUETPOTLOLCLHWOV YEVVIITPLOV YLt ETEEEPYROTIKOVG
TUPNVEG, KPLPEG HVTHES Kl SIKTOWV Stachvdeong evtog Tov SoC.

Sta Bépota twv vtoevoTH TV ToL akoAovBodv Ba aoyoAnBovdpe pe To cOOTNHA SLor ELPLOTG ELKOVL-
k1)g pvripng tov Rocket Chip Generator. To cOotnpa Stoyeipiong etkovikig pvipng (Memory Management
Unit - MMU) ntaiCet Stttd poAo ot by pova vtoAoyloTikd cvoTipata, (i) Steo@oilel Tnv pvipn tov
OLOTARATOG HEGW TNG ATTOHOVWOTC TwV dtepyactdv kot (ii) evioybel TNV TapaywylkdOTNTA TOL TPO-
ypoppatiot. Ta mapamdve emitoyydvovtol e TNV xprion etkovikodv dievbovoewv tpdcPacng otnv
HVHHI VT VIO QUOLKGOV, KaL HE TOV SLoXwpLlopd g pvipng oe oeAideg (cuviBwg twv 4KB). Me tnv
xpron ekovikdv dievbovoewv k&be epappoyn “vopilel” 6TL dovAevel Thvw o€ cuVeXOHEVES CEALDEG
HVAHNG, EVEO OTNV TPAYHOTIKOTNTA Ol 0eAideG prmopel va eivan Sidomapteg otny puotkn pviurn. To ov-
oTnpa Sloxelplong eLKOVIKAG HVAHING YVOOTOV ap)LtekTovik®v (x86, ARM, RISC-V, kAn) amoteAeiton
amo v povada tov Page Table Walker o omoiog eivat vievtBuvog yio tnv petdppocn tov dievbdveewv
amd elKoVIKEG oe PLOLKES, KaBdg ko artd tov Translation Lookaside Buffer (TLB), pic kpugr] pvipn,
oTNV onola KPATOUVTAL OL TPOCPATES ELKOVLKEG-OE-PUOLKEG PeTaPpioelg dlevfivoewy. XTa TApPAKAT®
Bépata Ba xpnoomotjcovpe epyoieior ovolkTol KOSK yio TNV avamtuén vAtkot, emPePainwong op-
Br¢c Aertovpyiog Tov, kabwg kot FPGAs (Field Programmable Gate Arrays) yio tnv peAétn enidoomng tov
LALKOD TTOL GYESLACaYLE.

Yxetwkny BifAtoypaepia:

[1] RISC-V Technical Specifications,
https://riscv.org/technical/specifications/

[2] Rocket Chip Generator,
https://github.com/chipsalliance/rocket-chip/

[3] The Chisel Language,
https://www.chisel-lang.org

11.3.1 Advanced MMU Caching Techniques for the Rocket Chip Generator

Y& moAA& oOyypova benchmarks/workloads, 1 petappacn Tov eikovikodv dtevbbvoewv propel vo emi-
Bapover cucOBNTd TNV emidoon KoL TNV evepyELOKT] ATTOSOGT) TOL LITOAOYLOTLKOD GUGTHHATOS, AOY® TWV
aotoyxtov TLB. Avaldywg Tng opLTeKTOVIKNG TOL TTivaka oeAidwv, amaitovvton 3-4 tpocPhoelg otnv
MV YLt TNV HETAPPOOT] TG ELKOVIKNG-0e-puoikT] dtebBuvaor). Zvykekpéva, oe meptPdAlovta elco-
voroinong o aplBpdg tpocPhoewv otV pvrpn propel va ptaoel Tig 24. Mio TpOTOCT) 6TO TAPATTAVE®
pOPANpa eivan 1) xprion peyoAOTEPNGS XWPNTIKOTNTOGS -1) peYOAUTEPNG cLoXeTioTKOTNTHG- TLB. Opog,
to TLB Bpicketar oo critical path Tov ene€epyaotr pe amotéAeopa va emnpedlel Tov Xpoviopod Tou: 8-
provpyeitan éva trade-off petakv peyéBouvg TLB (xapnAotepog xpoviopog CPU) kar aotoyidv TLB (xo-
unAdtepn emidoon). Xtnv ovyypovn PipAoypapic tpoteivovtal Sitpopeg apylTekTovikég Yo caching
ELKOVIKTIG HVHpnG, 6mwg T Coalesced TLBs [1], Clustered TLBs [2], Hybrid TLB Coalescing [3], Direct
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Segments [4], Redundant Memory Mappings [5] kot &AAo. H tapodoa SimAwpatikr) Toxevel o€ GUVE-
XEL TTPOTYOOHEVNG SITAWHATIKNG €pYOTLOG GTNV LAOTOINGT KATOLOV -1 KATOLWV- QO T TALPOITTAVE
oxfprata otov Rocket Chip Generator (RCG), xat va e€etaotel 1) eidoon toug évavtt tov vanilla TLB
Tov RCG.

Yyxetikd MaOnpota: ponypéva Oépata Apxitektovikig YIToAOYLOT®OVY

Yxetwkny BifAtoypaepia:

[1] CoLT: Coalesced Large-Reach TLBs,
https://ieeexplore.ieee.org/document/6493625

[2] Increasing TLB Reach by Exploiting Clustering in Page Translations,
http://www.cs.yale.edu/homes/abhishek/binhpham-hpcal4.pdf

[3] Hybrid TLB Coalescing: Improving TLB Translation Coverage under Diverse Fragmented Memory
Allocations,
https://iamchanghyunpark.github.io/papers/htc-isca2017.pdf

[4] Efficient Virtual Memory for Big Memory Servers,
https://research.cs.wisc.edu/multifacet/papers/iscal3 direct segment.pdf

[5] Redundant Memory Mappings for Fast Access to Large Memories,
http://www.cslab.ece.ntua.gr/~vkarakos/papers/iscal5 redundant memory mappings.pdf

11.3.2 Enabling TLB Prefetching for the Rocket Chip Generator

Mio &AL Texvikn yio tnv fedtiooT) Tng eidoong ToL GUOTHHATOG ELKOVLKAG HVUNG eivar To prefetching
[1]. H texvikn) awth Pacileton otnyv eikacio 6T @épvovtog dedopéva amd Tnv KOPLO VAT GTNV KPLT|
HVIHT TTPLY X pelaoToly, Oa pndevioTel 1 avapovr) oe peAlovtikr tpocPaon ota dedopéva avtd. TNV
Sumhwpatikr avth, Oa peletnOel 1) avémtuEn prefetcher ywa to TLB [2, 3, 4] Tov Rocket Chip Generator,
ko Ba e€etaotel 1) emidoomn tov xpnowonoidvtag benchmarking suites 6mwg to SPEC2006/SPEC2017.

Yyxetikd MaOnpota: ponypéva Oépata Apxitektovikig YIToAOYLOT®OVY
Yxetwkny BifAtoypaepia:

[1] Cache Prefetching (Wikipedia Page)
https://en.wikipedia.org/wiki/Cache prefetching

[2] Exploiting Page Table Locality for Agile TLB Prefetching,
https://ieeexplore.ieee.org/document/9499825

[3] Recency-Based TLB Preloading,
https://courses.cs.washington.edu/courses/cse590g/00au/pll7-saulsbury.pdf

[4] Going the Distance for TLB Prefetching: An Application-driven Study,
http://www.cse.psu.edu/~axs53/csl/papers/isca02.pdf

[5] Inter-core cooperative TLB for chip multiprocessors,
https://dl.acm.org/doi/abs/10.1145/1735970.1736060
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11.3.3 Enabling Configurable Page Table Walk Caches for the Rocket Chip Generator

H povada mov avoroppaver tnv petdopact plag eikovikng dievBuvveng oe guoikn ovopdletan Page
Table Walker (PTW) kot eivon 6uviiBwg bAOTTOLNHEVT GTO LALKO YLo TNV TarX OTEPT) HETAPPACT] TWV ELKO-
vikoV dtevBivoewv. H Sopn dedopévwv mov xproiponoteital yio To mapping twv eLKOVIKOV € PUOLKEG
SrevBvvoelg ovopdleton mivakag oeAidwv (page table) [1] ko ovodOY®WS TNV opyLTEKTOVIKT], ATOTEANEL-
o amod 3 1 4 enineda. Xtov Rocket Chip Generator (RCG) o ivaxog oeAidwv auroteAeitan amd 3 emumedo
Ylo TO GXTHQ ELKOVIKTG PVApNG Sv39 [2]. Ze mepintwon actoyiog TLB, n povada PTW mpémet var kével
emopéveg 3 mpocPacelg aTov mivaka ceAdwv GdoTe va petapphoet Ty {ntovpevn etkovikt dtevBuvon
oe puotkr). ['lo va atopevyBovv oL kooTofopeg TpooPhoelg atnv pvrun, otov RCG éxel vAomoinBei pia
pkpry PTW Cache [3] 1 omoia amoBnkevel To mapping towv pdtov 2 enutédwv (To mapping tov 3ov
emutédov autobnkedeton oto TLB). Avtikeipevo tng SUTA®PATIKAC QLTS ElvaL 1) TAPAHETPOTOLNOT) TNG
PTW Cache tov RCG, n peAétn vAomoinong o mponypévwv oxnpdteov PTW Cache [3], ko n e€étaon
g enidoong Tovg xpnotponoldvtag benchmarking suites 6wg to SPEC2006/SPEC2017.

Yyxetikd MaOnpota: Iponypéva Oépata Apxitektovikig YIToAOYIOT®OVY
Yxetikn BifAoypagio:

[1] Page Table (Wikipedia Page),
https://en.wikipedia.org/wiki/Page table

[2] RISC-V Page-Based 39-bit Virtual-Memory System, pages 62-64,
https://riscv.org//wp-content/uploads/2017/05/riscv-privileged-v1.10.pdf

[3] Translation caching: skip, don’t walk (the page table),
https://dl.acm.org/doi/10.1145/1816038.1815970

Emwcorvwvia: Nikog X. ITaradomoviog, ncpapad@cslab.ece.ntua.gr

11.4 Enektdoeig tov RISC-V yi near/in memory accelerators

H epyacio avth apopd apevog tnv dnpovpyia evog pkpot muprva RISC-V o omoiog Ba eivo o Sopt-
k0g AiBog yio eme€epyacio kovtd oty pviun yio ene€epyacio peydhwv dedopévwv (N opyLTeKTOVIKT
avaeopdg eivor To Modrian Data Engine). Etot ol facikég cvvaptroelg Oa eivon epwtroelc fhoewv
dedopévav otig omoieg T dedopéva fpiokovton oty pviur. To cbotnpa pviung Oa amoteleiton outd
éva (n meplocotepa) HMC modules. Zvykekpipéva, ta fpata tng epyaciog eivor (o) 1 emdoyn ko
enméktoot evog vtdpyovrog mupriva RISC-V pe evtodég vector (B) o mpoypappatiopds Twv Paoikody
Aettovpyldv ko 1) emiPePainon opBrg Aettovpyiag pe tpocopoldoels, (Y) 1 oAokAnpwot tov enetep-
yooth oto meptBdArov FPGA+HMC tng Micron kat (8) 1 a€loAdynomn Tov 6uvoAlkod GUGTHHATOC.
Yxetikd Madnpato: Iponypéva Oépato Apyitektovikig YToAoyloT®OV

Yxetwkny BifAroypagia:
1. https://en.wikipedia.org/wiki/RISC-V
2. https://en.wikipedia.org/wiki/Vector processor
3. https://en.wikipedia.org/wiki/Hybrid Memory Cube

4. https://pure.tue.nl/ws/files/100178113/gagan2018dsd.pdf


https://en.wikipedia.org/wiki/Page_table
https://riscv.org//wp-content/uploads/2017/05/riscv-privileged-v1.10.pdf 
https://dl.acm.org/doi/10.1145/1816038.1815970
mailto:ncpapad@cslab.ece.ntua.gr
https://en.wikipedia.org/wiki/RISC-V
https://en.wikipedia.org/wiki/Vector_processor
https://en.wikipedia.org/wiki/Hybrid_Memory_Cube
https://pure.tue.nl/ws/files/100178113/gagan2018dsd.pdf

5. https://arxiv.org/pdf/1908.02640.pdf
6. The Mondrian Data Engine: https://dl.acm.org/citation.cfm?id=3080233
7. https://www.sigarch.org/simd-instructions-considered-harmful/

8. https://www.youtube.com/watch?v=GzZ-8bHsD5s

Emwcotvwvia: Atoviotog Ivevpartikdtog, pnevmati@cslab.ece.ntua.gr, 6944763171

12 Amodotikn aneikovion oe FPGAs

STIg HéPEG HaG, 1) XPNOT) TV ETOVOITPOYpoppatilopevaov apyttektovik®v (FPGAs) aotedel onpovtikn
eEVOAAAKTIKT) TPOTOOT), KOBOG TPosPépeL T oxediaoT) LALKOD YL TNV EKTEAEGT) CUYKEKPLUEVWV EPOLP-
poyov (application-specific), pe oxomd tn PeAtioTomoinomn KatL TNV emMTEYVVOT) TOL XPOVOL EKTENECTC.
Av KoL HITopovV va artelkovicouy Opeg omoladriote oyediaon vALkoD, ot FPGAs éyouv Wbioutepdtnteg
KOl «TTPOTLUNCELS».

12.1 Amodotkn aneikovion eneEepyactwv RISC-V oe FPGA

H epyacia avtn agopd agpevog TNV cLYKPLTIKT HeEAETT BaoikdV LITaPYXOVTWV LAoTooewv RISC-V wg
TPOG TO KOOTOG Kol TIG emtdOoELg TOVG 6Ty LAoTotoOvTaL pe drpopetikés FPGA, ko apetépouv tnv
TOPOPETPOTIOLNOT] TOV EGOTEPLKAOV SOPMV (1] TNV AVTIKATAGTAGCT] TOUG e AAAEG LOOSVVOHES) OOTE N
ovvoliky oxediaomn va eivon meplocodTepao «PLhkh» mpog tig FPGA. H epyacia cuvduvdlel tpooo-
HOLOOELG YLOL TNV PETPNOT) EMOOCEDV GE OPYLTEKTOVIKO ETITESO KOl AITELKOVIOT] TV APXLTEKTOVIKOV
oe FPGA pe epyoieio CAD.

Yyxetiea MoOnpato: IIponypéva Oépato ApyitekTovikng YTOAOYIoTOV

Yxetwkny BifAoypagia:
1. https://en.wikipedia.org/wiki/RISC-V
2. https://github.com/pulp-platform/riscv
3. https://tspace.library.utoronto.ca/handle/1807/80713

4. https://github.com/riscv-boom/riscv-boom

Emwcowvowvia: Atoviotlog Ivevpartikdtog, pnevmati@cslab.ece.ntua.gr, 6944763171

12.2 YAomoinon Compiler yia tn Sidkonaon oxediaong oe moOAAATAL pPikpo-
tepa bitstreams kot tnv amodotikn xaptoypdgion touvg oe FPGAs

>t ovyypovn enoxn ot FPGAs evowpatdvovtol oe cvotipata cloud, pe o yapoktnplotikd mapo-
deiyparta To F1 instance tng Amazon xau tng Alibaba. K&Be xprjotng propei va voikidoel éva cbotnpa
oto omnoio evowpatovovron FPGAs, mpokepévou va evewpatdaoel kot va Tpéel tn oxedioon Tou 1) tov
vroloyloTikd tov muprva (Platform as a Service). Opwg, onaving évag xpriotng aflomolei TA)pwg THv
extoon pog FPGA, aprivovtag éva peydho pépog tewv mopwv avekpetdAlevto. Zxomdg oto cloud, eivon
N AN pNG ekpeTdAAevon G éktaong evog FPGA, dnAadn tnv voloylotikn Tov Sdvaprn, potpalovtog
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Tovg Stabécipovg TOPoLG PETAED TOAAGV YphoT®v (multi-tenant) tavtdypova. Etol, mpoteiveton ny dn-
povpyio pikpdtepwv fixed-slots evtog tng FPGA, 6mov n oyediaon xabe xpriotn B xaproypageitot
OTO VEO TLEPLOPLOUEVO XDOPO. ALGTUX MG, TOAAEG oXedLAELS OeV TOUPLALOUV GTO VEO TEPLOPLOHEVO XDPO
1oL dttiBeTon o TO VEX GUGTHHATA TWV TTOPOXWV, e ATTOTEAEGHA TNV avaykT) dtdomacg tng oxedi-
aong o pLkpotepa KoppdTicr, 6mov kébe koppdtt Ba xaproypageital ot éva fixed-slot, tkavomoldvrog
TOUG XWPLKOVG TTEPLOPLOHOVG TTOL emLBEAAOVTOL. ZKOTOG TNG SUTAWPATIKAG epyaciog eival 1) avémTuEn
evog compiler 6mov B Séyetan cav eicodo tnv oyxedioon evog xprotn oe eninedo HLS § HDL, ko O
dwxomd tn oxedioon oe pukpotepa bitstreams, pe 0KomTo TNV AT0S0TIKY XXPTOYPAPLOT) TWV ETHEPOVG
KOHUOLTLOV GTO VEO TTEPLOPLOUEVO Y WOPO 1oL drxtiBeTout.

Txetikd MoOnpora: Iponypéva Oépata ApxLtekTovikng YTOAOYIOT®OV
Yxetikn BifAoypagio:
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4. https://github.com/Xilinx/RapidWright

Emwcorvovio: MnAadng Hoavayidtng, pmiliad@cslab.ece.ntua.gr
Awovioiog Ivevpartikdrog, pnevmati@cslab.ece.ntua.gr, 6944763171

12.3 YAomoinon context-switch kot preemption pnyoviopod ywx vroAoyioti-
koUg mupnveg oe FPGAs.

>t ovyypovn emoyxn ot FPGAs evowpatovovtal oe cvatipata cloud, pe o xapaktnploTikd mopo-
deiypota to F1 instance tng Amazon kou tng Alibaba. EmutAéov, ou xprioteg éxouvv tn duvatodTnta va
aflomooouy étolpeg vAomoNpéveg cuvapTroelg artd dabéopeg PLAtobrikeg TV Tapdywv oTa TPO-
YPOHHaTO TOVG, TTOL €x0oULV oxedinoTel ko evowpatwdel oe FPGAs (Software as a Service). KaBe vro-
AoyloTucdg mupripag Opeg popet va eEumnpetroel povo évav xpriotn (task-based), evedy oL vtdoAoioL
XPHOTEG TPETEL VAL TEEPLHEVOUV GTNV OVPA TPOKELPEVOL va Yivel SLabéoiLpog ek vEOU 0 VTTOAOYLOTLKOG
nmupfvog. H xatdotaon autr odnyel o€ pia oelpd tpoPfAnpdtov, pe mo kbpia tnv pn-dikoun katovopr
Tov VPV PeTakD Twv XpNoT®v. Mo Abor tov topatdve TpoPfAnudtog aotelel 1) dnpovpyio evog
preemption ko context-switch punyoviopot, o omoiog o) O Srakomret pua diepyasia, f) Oo amobnrevet
TNV KATAGTAOT] TNG Kot 6T cLvéxel y) B poptddvel tnv emdpevn diepyacia tng ovpdc, 0mwg yiveton
ota Aertovypikd cvotnpata. H evoopdtoon tov mapamdvou pnyovicpov ot po oxedioon evog vmo-
AOYLOTLKOD TTUPHVA, ETLTPETEL TI) KOLVY] XPT)OT] TOV ETLTOYLVTY] HE OKOTO Tr) SiKkaun KaTAVopr] Tov amd
Srpopetikotg yprioteg (1) diepyosieg). xomdg tng SUTAWPATIKNG epyaciog eivol 1) avarttuEn evog pn-
Xoviopol 1ov Ba emLTPETEL TN KOLVT] XPTIOT) EVOG ETLTAYVVTH), O 0T0l0g éxeL oxediaotel kKo LAoTTOLNOel
yio FPGAs, and Sdwagopetikovg xproteg (1/xot diepyaciec) otov GEova Tov xpovov, HEGw TNG LAOTOL-
nong context-switch ko preemption pnyoviopo?.

Yxetikd Madnpato: ponypéva Oépata Apyitektovikig YToAOyLoT®OV
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III. Aertovpyika Xvotnuata - Ewkovikég Mnyxavég

13 Persistent Memory (PMem) — Mn wTntikn pvipun

[Ipbéopata éywvay epmopikd Stabéoieg pun mrntikég texvoroyieg pvipung (NVM) (e.g. Intel Optane NVDIMM)
oL omoieg éxouvv KaADTEPT] KAHAK®OT) TUKVOTNTAG HE XOUUNAOTEPO KOGTOG GE GXEOT) HE TN TEXVOAOYia
DRAM. Ov NVM pvrjpeg mpoopépouv byte-addressable mpocPaot oe povipa dedopéva (Sratnprnpévo
o€ aoToYieg LoXVog) péow evtodwv pviiung CPU (loads/stores). O ypovog amodkpiong (latency) ko to
evpog Lovng (bandwidth) wov pocpépouv eivar "kovtd” o avta g texvoroyiag DRAM, aAld topa-
HEVOUV CTHAVTIKA XELPOTEPX TAPOLGLALOVTOG TOLTOY POV OLALTEPA XOLPOKTNPLOTIKA (TT.X. CLVOHOLO-
popoio read/write access). H un mnrikdtnta, 1 enidoon kot 1 ok voTnTa TeTOLwv Pvnpev (Lropodv va
TPOCPEPOLY XWPTTIKOTNTESG TNG TAENG TV TBS) Sivouvv T povadikn evkatpic yia Xprjor TouG eiTe G
péoov ypriyopng atoBrkevong (storage), eite wg evog EETpa emimédou mo apyng pviipng (slow memory).
H Svvartdtnra dpeong tpoomélaong and ) CPU (direct access via load/store) xat o1ig dvo mepintdd-
oelg emTpénel akopa kot Tov pnétkédevbo emavampoodloplopd tng avotnpnig Siakplong HeTaEd pvrpng
Ko otoBrjkevong ot oToifo LITOAOYLOTOV.

13.1 Persistent memory as storage

Aedopévou 0TL 0 xpdvog atdkplong tng PMem eivou té€eig peyeBoug pkpotepog od kAootkd storage
devices (e.g. flash ssds or hdds), To k6oT0g TOL AOYLOpHIKOD CUTHHATOG epPaVileTal GLXVE WG TO VEO
onpeio cuppdpnong g enidoong twv epappoynv évtacng I0. T'Vavtd yivetal tpoondbeia 1060 otd
Vv okodnpatkn kowdtnta 660 Kot amd T Propnyoavie vo fedtictomoindei to A yie PMem cuokevég
(1. avamtOooovton edikd cvoThipata apyeiwv). H PMem eivar ocuvdedepévr oto memory bus, kot
npooTéhaot tng yivetou pe CPU evtoleg load kou store. Etot, To o dnpogiiéc interface yia va mpooe-
Maoer kaveig apyeio amoOnkevpéva oe PMem ewvan pe T kArjon cvotipatog mmap() (memory-mapped
I0). Me Tov Tp6TTO QLTO 1) EKACTOTE EPAPHOYT] ATOKTA TPOGPOCT) o€ POV SESOHEVX X PTG LLOTTOLOVTOG
amAd éva e0Pog etkovikDV dtevBivoewv (direct access ~-DAX), To o oOvTopo povondrtt tpdcPaocng oe
xopo amobnkevong. O mapokdte dVo SimAwpatikéc Bo pedetricovv kat B avalntrioovy ADceLS yio
dvo onpavtikég mnyég kd6oToug enidoong katd to memory-mapped 10 oe PMem.

13.1.1 XeMdomoinon kot k6GTOG PHETAPPAOTG 0 cusTipata pe PMem storage. MeAétn enido-
ong kat vootNPEng peydAwv oedidwv (2MB kot 1GB).

Yto memory-mapped 10 éva antd T Pacikd kOGTH TOU AOYLOHIKOD CUGTHHATOG TPOKVITEL OO T
o@apata oelidog (page faults). To k66T0G QLT petdveTon dpacTikd pe Tn Xprion peydiwv oedidwv,
oL oTt0ieg ev SUVAEL ETLTOYVVOLV KOL TNV EKTEAECT] HLOG EPOAPHOYTG HELOVOVTOG TV aplBpd Twv TLB
OOTOXLOV HETAPPOOTIG O EMITESO PLKPOAPXLTEKOTVIKHG. QQ0TOGO TO CUOTHHATA OPYELWOV KOl GUYKE-
Kkppéva ot katovepntég toug (allocators) dev éxouvv doundei/PertiotomonBel yio t xprion peydAwv
oelidwv. Ertiong, Ta cvoTipata apyelov vio@épouvy artd eEnTepilkd KoTakepUATIOHO (e SLopopeTLKA
KoL HOVLILO XOPOK TN PLOTIKG G 0XEGT) HE TOV KATAUKEPHATIOHO HVHUNG) 0 omoiog duoxepaivel T xprion
peydAwv ceAldwv. 211 mapovon dutdwpatikn Bo pedetricovpe Tn Xpriong peydAwv cedidwv otnv emni-
door epappoydv évtaong IO ko TNy eNITTOOT TOU KATAKEPUATIGHOD TV GLOTHUATOV apxeiwv. XN
ovvéyela Bow eMTLYELPTICOVIE TPOTOVG AVTLHETMILOTG TOL KAUTHKEPHATIONOV €iTe e ToPePPAOELS OTOV
Kotovepn T eite pe epyoleion ovaouykpdTnong oto epeuvnTikd ovotnpa apyeiov NOVA.

Yxetikd MaOnipata: Epyactrplo Aslovpylk®dv Zuotnpatwy

Yxetwkny BifAoypagia:



1. WineFS: a hugepage-aware file system for persistent memory that ages gracefully

Emwcorvovia: XAon AARéptn, xalverti@cslab.ece.ntua.gr, 210-772-2279

13.2 Persistent memory as a memory tier

Ou pvrpeg eivat evo amd Ta 1o akpLpé KOPPATIO TV VITOAOYLOTIKOV GUOTNHATOV, Kol entnppedlovv
OTHOVTLKA TNV TOX VTN T EKTEAECTIG CTHAVTIKOV EQUPROYADV TTOV KUPLAPXODV GTO VITOAOYLGTLKO VEPOG
(mx. key-value stores, in-memory databases, graph analytics). AAAG kaBdG o cOvora dedopévwv twv
EPUPHOYDOV oUVEXILOLY VO ALVEAVOVTOL, OL OTTALTHOELS GE XWPTTLKOTITO HVAHNG vEAVOVTOL OKOpOL TTe-
pocdtepo. Tavtdypova, 1 texvoroyia tng mapadooiokrg kOplag pviung (DRAM) éxel ptaoel oe éva
Oplo KAGKwoNG mov meplopilel Tnv mukvotntd tg. H kApokwoipotnta g PMem propet va dwaoet
Abom o€ avtd To TpdPAnpa, adié n emidoon g (latency ko bandiwth) ewval onpoavticé vtodeéotepn
oe oxéon pe ) DRAM. Etol exel mpotabei 1) xprjon teapopyxtov pvnuodv, cuovdvalovtog apyég (PMem)
ko ypriyopeg (DRAM) pvrjpec. e tétowa Sratderg n pn mrnrikdtnta tng PMem ayvoeiton xa typnot-
HOTIOLELTOL GOV HLOL TTLO CLpYT] KOl ALYOTEPO EVEPYELOKA KOGTOROpOL PvTjp).

13.2.1 Xvotipata pe vppdkn weppapyia pvipung (DRAM + PMem). MeAétn texvik®V Tomo0é-
TNONG KAL HETAPOPAG SESOUEVOV HETAED TV SLAPOPETIKGOV EMUTEd WV PVAUNG.

Se po vPPLSLKT Lepapyior APYDV KoL YPHYOP®V HVIHOV, 1) TOToBETN o TV dedopévev oTa SLopopeTikd
enimeda mailel katalvtikd poro otnv tehiky enidoor. H tomobétnon propet va yivel apetydg otd to
VA6 (Intel Optane memory mode), aAA& epevvnTikég epyacieg deiyvouv oL pla tetolo Tpooéyylon
ToPOTL SLPaviG eLval HAAAOV povoALOLKT, xvovtag ToAAEG evkaipieg fedTioTOMOINONG. 2TN TTApOvo AL
Suthwpartikr Bo peetricovpe teyvikég Tomobétnong ota Sidpopa emimeda VNG otd TO AOYLOULIKO
otnplopevol ot oxetikn PipAoypagio. O a€loloyrncovpe tn mbavr) HETAPOPE TOVG GTO XWOPO TOV
upfva ko B cupTePLAGBoupe Ko TNV KATAVAAWOT) EVEPYELOG WG KPLTHpLo TooBétnong (extdg amd
v enidoor).

Yyxetikd Mabnpata: Epyactripio Actovpykdv Zvotnudtov, Apxltektovikr) YToAoyloTov, Z0oTh-
poto HopdAAning enekepyoaoiog
Yxetikn BifAoypagio:

1. HeMem: Scalable Tiered Memory Management for Big Data Applications and Real NVM
2. An Empirical Guide to the Behavior and Use of Scalable Persistent Memory

Emwkowvowvia: XAon AABéptn, xalverti@cslab.ece.ntua.gr, 210-772-2279

14 Av&Avon kot fEATIOTOTOINGT TOL UNXAVIOHOU KL TWV TTOAL-
Ticwv Staxeipiong pvipung Automatic NUMA balancing yio op-

XLTEKTOVIKEG [LE ALVOUOLOHOPPT) TPOGPACT) LVIUNG

‘Evag ortd Toug TpoOTovg adbEnong tng KALPAKWOIHOTNTOG TV DITOAOYLOTIKOV CUOTNIATOV TTOL £XOUV
TOAAOTTAOVG eme€epyaoTéG 0TO 1010 CVOTNHA Elval HECK TV APXLTEKTOVIKOV pe Avopolopopen IIpo-
ofaon Mviung 1 cAAidg Non Uniform Memory Access (NUMA) systems. H NUMA apyttektovikr


https://dl.acm.org/doi/10.1145/3477132.3483567
mailto:xalverti@cslab.ece.ntua.gr
https://dl.acm.org/doi/abs/10.1145/3477132.3483550
https://www.usenix.org/system/files/fast20-yang.pdf
mailto:xalverti@cslab.ece.ntua.gr

amotelel évay oYeSLOPO CUGTAHHATOG HVAING TTOAVETEEEPYAOTIKMOV VITOAOYLOTIK®OV CUGTNHATWY, GTA
omoia 0 xpovog mpocPacng Tng kvpag pvipung (RAM) e€aptdtal and v amdotacn g Béong pvipng
1oL mpocTelavvel o enefepynothc. Xe piao NUMA apyitextovikn, évag emelepyaotnq EXEL YPIYOPO-
Tepr TpoOcPact) oe pio TOTMKT] PV ard OTL 6€ pio AITOPOKPUGHEVT], 1] OTTolot OUMG ELVOLL TOTTLKT Yio
kéutotov &Ahov eme€epyaotr]. To Aettovpytkd ocvotnpa Linux mapéyel tov pnyoaviopd Automatic NUMA
Balancing o omoiog peta@épet Suvotid dedopévo aviypecs o o€ KOPPBOUS VNG YL VO HELOGEL TOV XPOVO
npocPacng otV Pvipn. ZTOX0G TNG TapoLoNG SITAWHATIKAG elval 1) peAETN, 1) avéhvor), kot 1) Pel-
TioTonoinon tov pnxoaviopot Automatic NUMA balancing tov Linux, kaBdg emiong kat n vAomoinon
QTOSOTIKOV TTOALTLKOV XPHGTG TOUL.

Zxetikd Madnpata: Epyactrplo Asttovpytk®v SUoTNHATOV

Yxetwkny BifAroypaepia:
1. Automatic Non-Uniform Memory Access (NUMA) Balancing, SUSE
2. Automatic NUMA Balancing, Red Hat

3. NUMA Memory Architectures and the Linux Memory System, Red Hat

Emwcotvwvio: XAon AABéptn, xalverti@cslab.ece.ntua.gr, 210-772-2279

15 Melétn NG AAANAERidpaong TV UNXAVIGRH®OV décpevong (et-
KOVIKNG) HVAUNG X®pov xpnotn (userspace (virtual) memory allocators)

HLE TOUG UNXAVIGHOU JEGHEVONG (PUOIKNG) HVIHHNG XDPOL TTL-
pnva (kernelspace (physical) memory allocators)

H Svvoyukn déopevon pvriung (dynamic memory allocation) amotelet pia amd tig Pacikég Aettovp-
YLEG TTOV TTPOGPEPEL L YADO OO TTPOYPUUPATIGHOD GTOVG X PIIOTEG KOL LITOPEL VAL ETNPERTEL GE HEYOAO
BaBpd TV atddooT TwV TPOYPAHPAT®Y TOL YPAPOVTOL GTNV oLYKEKPEVT YAdooo. [ mpoypap-
pota oe C / C++, 1) diemagr] yuo Tnv déopevor) kot amodéopevot pvipng mepthopPével Tng cuvoptr-
oeig malloc() xa free(). Ov PifAioOrikeg déopevong pvrung (memory allocators) mov vAomolovv avtr
v Stemar] [1], xpnopomotody Tovg PNYoviGHO\G TOL AELTOVPYLKOD GUOTHHATOG Yio Vo SeGPEDOOLY
ko va amodeopevoouvv pviun (brk, mmap oe cvotipata GNU / Linux) ko pactkdg otdyovg toug ei-
vo 1 arodotikt) a€LomoinoT) Tov SeGUEVHEVOL XMOPOL Kol 1) eAdyLotr duvarr] emiBépuver aTov xpdvo
ekTéNeoTG.

O tpoéMOg SEGHEVONG TNG ELKOVIKNG HVAHNG atO TO AELTOLPYLKO GUCTNH, TT.X. TO PeYEON Kou 1) ev-
Buypapion (alignment) tng pvipng evdéyeton va ennpedoovy v atddoot tov Tpoypappatog. o
nopadetypa, 1 PipAobnkn déopevong pvipung pitopel v nTrioeL omtd To AELTOLPYLKO GOGTNIA T XP1)-
owlomoinor peydhwv oedidwv (huge pages) [2][3][7], pe oxomd v eloxLloTomOiNGT TOL KOGTOUG TG
HETAPPOOTIG ELKOVIKOV SLEVBVVOEWV 1] VOL CUVEPYOOTEL PE TO AELTOVPYLKO GUGTNHA YLO TNV TTLO QITOS0-
TIKY) SEGHEVLOT) HVIUNG GE PNYOVIHOTA HE VOHOLOHOPPO KOGTOG TpdcPacng ot pviipn (NUMA) [8].

2komog autng TG dimhwpatikng eivar v SiepevvnBel, yiox ovotipata GNU / Linux, av kot ce T
BaBpod vrootnpilovv n déopevor pvrung pe peyareg oelideg (transparent hugepages [4], hugetlbfs [5]),
o€ opyLTEKTOVIKEG X86 kot ARMVS, ot 1o dnpogiieig BpAtodrkeg Suvapikrig déopevong pvrung C ko
vo aklodoynBei 1 emidpaot] Tovg otnv amddoot Twv allocators ko Twv teAk®v Tpoypappdtov. Télog,
Ba SiepevvnBei n SuvatdtnTa cvvepyaciog twv userspace allocators, eldtkd 6cwV éxovv vtooThpLEn yia


https://documentation.suse.com/sles/15-SP1/html/SLES-all/cha-tuning-numactl.html
https://www.linux-kvm.org/images/7/75/01x07b-NumaAutobalancing.pdf
https://pok.acm.org/meetings/foils/Ladd16.pdf
mailto:xalverti@cslab.ece.ntua.gr

huge page allocations, e TO pnxoviopd SECHELOTG PUOLKE GLVEXOHEVNG LVIHNG G XDpo TTupriva: [6] ko
WG AVLTO eNMNPEGLeEL TO KOGTOG TNG HETAPPAGTG ELKOVIKQDV SLleVOVVOEWV TWV TEALKOV TPOYPOHHATWV.
Yyxetikd MaBnpuoto: Aettovpycd Svotipata, Epyaotipio Aettovpyikadv Zvotnpatwyv, [ponypéva
Oépata Apyitektoviknig YToAoyloTdv

Yyxetwkny BifAtoypaepio:
1. https://en.wikipedia.org/wiki/C_dynamic_memory allocation#Implementations
2. https://github.com/libhugetlbfs/libhugetlbfs/issues/52#issuecomment-995203319
3. https://google.github.io/tcmalloc/temeraire.html
4. https://www.kernel.org/doc/Documentation/mm/transhuge.rst
5. https://www.kernel.org/doc/Documentation/vm/hugetlbpage.txt
6. https://github.com/cslab-ntua/contiguity-isca2020
7. https://mosalloc.cs.technion.ac.il/

8. https://www.kernel.org/doc/Documentation/vm/numa.rst

Emwcowvowvia: Ztpdrog Yopadakng, psomas@cslab.ece.ntua.gr

16 Melétn, agloAoynon kot ENEKTACT TOV HNXOVICH®OV OECHED-
oNG KoL AtO00NG HVAING YL TTPOYPAPPOLTA TTOV GVVOVELOVY
vToAoyLopovg VPNANG arodoong (HPC), pnxoavikn padnon (ML)
Katl avaAvon dedopévav peydAng kAdipakag (Data Science kot
BigData).

Yrbpyet o kotnyopio TpoPANpHAT®Y 1) ETIAVCT) TV 0TolwY aaLTel TNV XprjooroinoT dapope-
TIKOV povTédwV (paradigms) TPOYpPOpHATIOHOD, TT.Y. KOSLKOG TTOV Y PTCLHOTOLEITOL YLOL ETLGTNHOVIKEG
TPOGOpOLOOELS oLVIBWG Yprotpomotel YAdooeg kot PLPAtodrkeg amd To medio tov High Performance
Computing (HPC), 6mtwg to MPI [3] yia tnv mapariniomoinon tov kodika. Evaéyeton opwg var oo~
teiton 1) xprjon pnxovikng pabnong (ML) yu va yiver drive to simulation, .. pe ké&olo vevpwvikd
dixtvo ypoppévo oe Tensorflow [5], 1] 1 avéAvoTn TV WTOTEAECUATWY OE PEYOAT KAipoka, XproyLo-
mowwvtag T.Y. To Spark [6]. Autd ta Pripata, mov ouvhBwg Yphpovtal ot SLopopeTikéG YAMGGEG Ko
frameworks, Tpéxovv cuyvd kot e StapopeTikr) LITOdOUN ATTO TOV KOSLKA TNG TTPOGOUOLWGCTC.

T va perwBet to fragmentation oe eninedo mTPoypoppATIOROD AL Kol LTTOSOUMV KoL Vo SLELKO-
AuvBel 1) evoroinpévr avamtun kddika tov Ba avaapPvel OAeg Tig pAaoelg exTéAeong Tov simulation,
éxeLdnpovpyei to Daphne [1], puio yAwooo mpoypoppatiopod eldikot okorot (Domain Specific Language),
1 omolia divel 1 dLVATOTNTA Yo AVATTUEN KdSLka ToL o PITOPEl VoL EVOWUATOVEL XAPAKTIPLOTIKE
Ko duvatdTnTeg Ko atd To Tpio TpoavapepBévta paradigms. To Daphne ypnoylonoiei ecwtepikd to
MLIR [2], éva compiler framework Paciopévo oto LLVM [4], yia v vAomoinon g YAOooOg, Ko
evoopatavel éva runtime e C++, To 01oio vAOTOLEL T1) AELTOVPYLKOTN T TwV operations mov divel TO
Daphne otov telikd xprjoTn.


https://en.wikipedia.org/wiki/C_dynamic_memory_allocation#Implementations
https://github.com/libhugetlbfs/libhugetlbfs/issues/52#issuecomment-995203319
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mailto:psomas@cslab.ece.ntua.gr

> xomdg NG SUTAwHATIKTG eivar va diepevvnBel 1 emidpoon g déopevong pviung (virtually KAI
physically) otnv enidoon tov Daphne runtime kot Tov TEAKOV TPOYPOUPATOV. ZUYKEKPILEVA, TPO-
kerton va aflodoynBel n emdpaon g avopoldpopeng tpdécPaong otn pvrun (NUMA) [7] ko Ba Ste-
pevvnOei n enéxtaon Tov Daphne runtime dote va vtootnpilet NUMA-aware allocations, eite dpeca
eite pe tn xpnon kamorov NUMA-aware C / C++ allocator [10]. Eniong, 6o a€loloynBei 1 emidpoaon
™G Xpriong peydhwv cedidwv (transparent hugepages [8], hugetlbfs [9]), oe apxitexTovikég x86 Ko
ARMvVS, otnv emdoon tov runtime ko e&v eivar avaykaio vo enektobel To memory allocation tov
Daphne runtime ®ote v vtootnpilel hugepage-aware allocations.

Yyxetikd MaBnuoto: Aettovpycd Svotipata, Epyaotipio Aettovpykadv Zvotnpdtwy, [ponypéva
Oépata Apyitektoviknig YToAoylotohv

Yxetwkny BifAroypaepia:
1. https://github.com/daphne-eu/daphne
2. https://mlir.llvm.org/
3. https://en.wikipedia.org/wiki/Message Passing Interface
4. https://en.wikipedia.org/wiki/LLVM
5. https://en.wikipedia.org/wiki/TensorFlow
6. https://spark.apache.org/
7. https://www.kernel.org/doc/Documentation/vm/numa.rst
8. https://www.kernel.org/doc/Documentation/mm/transhuge.rst
9. https://www.kernel.org/doc/Documentation/vm/hugetlbpage.txt

10. https://en.wikipedia.org/wiki/C dynamic_memory allocation#Implementations

Emwcowvovia: Stpdtog Yopadakng, psomas@cslab.ece.ntua.gr
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IV. Katavepnuéva Xvotuata - Ilpoxwpnuéva Oépata
Baoewv dedopévwv

17 Avtopatn emAoyn kot taEvopnon dedopévwv e16060v Paaoer
XPNOHOTNTOG VLA AVOAVTIKEG EPYAOLIEG HEYAAOV OYKOL dedO-
HEVOV

Evé 1 BelticTtomoinon epyaoidv otov topéa Twv Big Data cuvrifwg vAomoteitot pe Tnv adénomn tng mo-
poAAnAomoinong kot Tn XproT TAATPOPHOV KaTavepnpévng enekepyoaoiag, Alya éxovv yivel oxeTikd
HE TNV eTAOYT] TV TTLO KATAAANAWV dedopévev amd pio peyaAn ovAloyr) Sabéopuwv. IToArég avarv-
TG epyaoieg elvou Wiaitepa evaioOnteg oto meplexdpevo twv dedopévwy kal OxL TOc0 6To péYedog
toug (.., content based advertising, social network analytics). 2115 epyaoieg [1, 2] Tapovoidoaye pio
yevikn peBodoroyia yio ypriyopn ovykpion kat taEvounon moAlanidv Sibéoipwv dedopévav e1co-
dov (datasets) pe Pon T0 amoTéEAECHA TOL TPOKAAOVV OTAV EPapHOlOVTOL GE TEAEGTEG AVOAUTLKHG
ene€epyociog. Xtn ovykekpévn Suthwpatiky, kadelote va vAoToLoete koL vo BeATioTomoLoete TNV
EMEKTAOT) TOV GUOTNHATOG GE P aTTO TIG aekOAovBeg katevBVvoELg:

o e dedopéva KeYEVOL. TUYKEKPHEVA, YO TEAEOTEG TTOL TTaipvouy cav eicodo 1 apyeio keyé-
VOU TO GUGTNHO TTPETTEL VO LOVTEAOTIOLEL TIG SLAPOPEG AVAHECO O TTOAAQ Kelpeva KBS KoL vou
npoPAémel tnv €£080 TOL TEAEGTH] YO OTTOLOOTTTOTE KEIHEVO |LE TO EAKXLOTO CPAAHCL.

o e TeEAEOTEG TTOL SéYOVTAL TTEPLOTOTEPES TNG oG elcOdovg (1.). Join operator). To cvoTnua Ha
npémnel va tporonolnBel doTe va povtelomolel Ty emidpact) mov £xovv 2 dataset elgdSov kKaBwG
KO(L OL OPOLOTNTEG TOUG GTNV TPOPAEYT TOL ATOTEAECUATOG TOV TEAETTH.

EmiBopntr] kou eivar n viofoln dnpocievong amd tnv mopondve epyacia oe oxetikd workshop.
Yyxetikd MaOnpoata: Hpoywpnpéva Bépato Phoewv dedopévwv, Kataveunpéva Svotpata

Yxetwkny BifAroypaepia:

1. T.Bakogiannis, I. Giannakopoulos, D. Tsoumakos and N. Koziris: Apollo: A Dataset Profiling and
Operator Modeling System. In Proceedings of the 2019 ACM SIGMOD/PODS.

2. L Giannakopoulos, D. Tsoumakos and N. Koziris: A Content-Based Approach for Modeling Analytics
Operators. In Proceedings of the 27th ACM International Conference on Information and Knowledge
Management.

Emwcowvovia: Anpitprog Toovpdkog, dtsouma@cslab.ece.ntua.gr

18 AmodoTikdg oLVEXNG VITOAOYLOHOG EPWOTNHATOV 0€ dUVaUIKY
dedopéva ypaepwv pe tn xpnon tov Timely Dataflow

H avalvon oe peydro dedopéva ypapwv 1600 oe otatikd 660 ko dvvaptkd (A3, o ypagpog Sap-
KOG petaPdireton pe erooywyég & Saypagés kOpPwv kor akpodv) emimedo éxer e€eAybel oe TOAD
onuavTikd medio épevvag kot avdmtuEng. ‘Eva and ta mo ovyyxpova epyodeio mov emitpénovy Té-
ToloUG LIoAoYyLlopovg eivon To Naiad [1], mov vAomotel to Timely-Dataflow vroloyiotikd povtédo.


mailto:dtsouma@cslab.ece.ntua.gr

To povtélo vrootnpilel eMAVOANTTIKOVG Ko oLVEXELS LITOAOYLopoUG. Aivel tn duvatodtnta enefep-
yooiog podv kol epYacLV SEGUNG He TOXVTNTA, XPTCLHOTOLOVTOG P VEX TTPOGEYYLOT) CUVTOVIGHOD
70V oLVOLALEL VY povT Kot aOyypovn ektéheot). To Differential dataflow [2] extelei emavainmrikd
LTTOAOYLOPO Oe Poég OeSOHEVWV HE TOV LITOAOYLOHO Va LPLOTATOL HOVO 08 QTOKPLOT] TTPOG TNV aA-
Aoy} TV dedopévev. Tt GUYKEKPLHEVT] SUTAWHATLKT), KAAELGTE VO XPTCLLOTIOLOETE TNV Open-source
ékdoon oe Rust (https://github.com/frankmcsherry/timely-dataflow & https://github.

com/frankmcsherry/differential-dataflow) kol apol viomoioete yvwotovg ahyopiBpovg ypd-
@wv (m.x. Triangle counting, pagerank, centralities) va. suykpivete T streaming exdoxr| tovg oto Timely-
Dataflow pe to GraphX (Spark) [3].

Yyxetikd MaOnpota: Hpoywpnpéva Bépato Bhoewv dedopévwv, Katavepunpéva Svotrpata

Yxetwkny BifAroypaepia:

1. Derek G. Murray, Frank McSherry, Rebecca Isaacs, Michael Isard, Paul Barham, and Martin Abadi.
Naiad: A timely dataflow system. In SOSP, pages 439-455, 2013.

2. Frank McSherry, Derek Gordon Murray, Rebecca Isaacs, and Michael Isard. 2013. Differential
Dataflow. In Proc. Conf. on Innovative Data Systems Research (CIDR).

3. Joseph E. Gonzalez, Reynold S. Xin, Ankur Dave, Daniel Crankshaw, Michael ]J. Franklin, Ion
Stoica. GraphX: Graph Processing in a Distributed Dataflow Framework. In USENIX Symposium
on Operating Systems Design and Implementation (OSDI 14).

Emwcotvovia: Anpftprog Toovpdkog, dtsouma@cslab.ece.ntua.gr

19 MeAétn ko oOykplon MoAv-cvoTnpATwV (polystores) extéAe-
ong avaAutik®v SQL epotnudtov

To Presto [1,2] eivou o karovepnpévn pnyovr] ektéheong SQL epotnpdtov avorytod kdSka yuo T

Ste€oywyn SadpaoTik®dV AVOALTIKOV EpOTNHATOV Ge TNYES dedopévev OAwV Twv peyedov mov Ku-

poivovton atd gigabytes éwg petabytes. To Presto emitpémer tnv avalrtnon dedopévwv oe moAAamAég

Béoelg 6mwg Hive, Cassandra, MySQL, MongoDB, ElasticSearch, kAm.. Eva epdtnpo Presto propei va

ovvdudoel dedopéva atd TOANXTTAEG TTNYEG, AVKOVTAG 0TIV Katnyopio Twv “polystores”. Xtn cvyke-

KPLLEVT) SLTAWPATIKY, KoAeloTe va pedetroete TIg duvatoTnTeg ToL Presto ko v To cuykpivete pe To
“ovyyevik®” MuSQLE [3], Impala[4] ko SparkSQL [5] oxetikd pe:

+ PeAtioTOMOINGT) EPWTNHATWY,

o KAPOKOOWOTNTA,

« atddoon.
Yyxetikd Mobnpota: Ipoywpnpuéva Bépata Baoewv dedopévwv, Kataveunuéva Zuotnpata
Yxetwkny BifAoypapia:

1. R. Sethi et al., "Presto: SQL on Everything,” 2019 IEEE 35th International Conference on Data
Engineering (ICDE).

2. https://github.com/prestosql/presto
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3. V. Giannakouris, N. Papailiou, D. Tsoumakos and N. Koziris: MuSQLE: Distributed SQL Query
Execution Over Multiple Engine Environments. In Proceedings of the 2016 IEEE International
Conference on Big Data (BigData 2016).

4. https://impala.apache.org/

5. https://spark.apache.org/sql/
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20 MeAétn kar Pedtiotonoinon tov sync twv Blockchain clients

Ot xopPot tov Blockchain (kvpiwg ot full nodes) amoBnkedovv peydhro dyko dedopévwv mov oyetiCovron
pe To state Tov, Ta transactions mov éxouv yivel, Ta dedopéva TV EEvmvev cupforaiov [1]. Zuvibwg
ta dedopéva autd puidocovion oe devdpikéc dopéc amobrikevong (tries) wov mpocépovy ypriyopn
avoalrtnon kot ov vAomotovvton pe n Porbeia k&mowov key-value store (leveldb [2], rocksdb [3]). To
dedopéva avtd avavedvovtar pe kabe véo block mov pmaivel oto blockchain: K&be xoppog tpéxel ta
transactions tov block celplakd koL avavedvel To state kavovtag put/get oo key value store. Idiwg ot
@&om tov sync, 6tav dniadn tpwtopmaivel évag client oto blockchain ko éxer va tpé€el transactions
a6 moAA& blocks cuvexopeva, vitdpyovv peydheg kabuvoteproelg AOyw a) TNG CEPLOKTG eKTEAEOTS
TV transactions kot B) Aoy disk I/O [4]. Moag evdiopépel vo peletricouvpe ADOELS OOTE VO ETLTOYOVOULE
autég Tig Aettovpyleg. IBavég katevBivoelg eiva:

1) Na ypnopomotjoovpe koo in-memory database avti yia disk-based key value store [5]. 2)
Na ypnopomojoovpe éva eninmedo caching oe koppdtia Tov key value store. H emmidoyr) towv dedopévwv
otv cache o yiveton pétd amd kamown avaivon oto workload 1) ko forecasting (SnA. xpnotpomold-
vrag ml texvikég). 3) Na eVowpHATOVOUE concurrency texvikég oTnv eKTéAEOT) TwV transactions oo
auTh va pn xpeldlleTon var ekTeAOVVTOL GELPLOKE, OAAG TTopdAAnAa [6].

Zxetikd MaOnpata: Kataveunpéva Svotnpoato

Yxetikn BifAoypagio:
1. Getting Deep Into Ethereum: How Data Is Stored In Ethereum?
2. LevelDB
3. RocksDB
4. Why Syncing Ethereum Node Is Slow

5. Gorenflo, Christian, et al. "Fastfabric: Scaling hyperledger fabric to 20,000 transactions per second”
2019 IEEE International Conference on Blockchain and Cryptocurrency (ICBC). IEEE, 2019.

6. Amiri, Mohammad Javad, Divyakant Agrawal, and Amr El Abbadi. "Parblockchain: Leveraging
transaction parallelism in permissioned blockchain systems.” 2019 IEEE 39th International Conference
on Distributed Computing Systems (ICDCS). IEEE, 2019.

Emikowowvia: Katepiva Adka, katerina@cslab.ece.ntua.gr, 210-772-1175
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21 Yootnpa avfeviikomoinong @ortnTeV Kot £kdoong LG TONOoL-
NTIKOV v o1o diktvo Cardano

To Cardano eivor pioe oo Tig o yvwotég blochchain mAatgoppeg mov xpnoipomnotel o Ouroboros
g TO consensus TPWTOKOAAS Tov. H yprion Tov cuykekpipévou proof-of-stake mpwtokdAlov, emTpé-
neL 6to Cardano oAb ypryopég kau xapunAov kdotouvg validation twv cuvadldayov. EmutAéov vapyet
n duvartdtnTa Ypriong smart contracts koL Qappoy®dV TOL TPEYOLV Thvw otnv TAatedppo. H aklo-
7oinomn Twv smart contracts yio Tnv avBevTIKOTOINGoT TWV QOLTNTOV oG ZYOANG Kot yia TNV ékdoon
TG TOTOLNTIKQOV BACT) TV HOXONUATWV TTOL £XOLV TEPEOEL KATA TNV SLAPKELA TNG POLTNTIKTG TOVG OTO-
drodpopiag, Ba propovoe va elval Lo apketd XProYn TepInTeoT aflomoinong Tng GLYKEKPLUEVNG
blockchain mAatgoppog. Ta tAeovektipata mov Ba eiye pio TéTola TPocéyylomn Evavtt Tng mopodo-
owokr|g centralized, eivon 611 Oa eméTpemay Tnv ac@ary xar dpeon katayopnon Pabpudy 6nwg kot tnv
€VKOAT] OLVAKTTOT] TOUG, AITO TNV GTLYHT] oL OAN 1) Staéoun mAnpogopia Ba eivon tévw oto Cardano
Blockchain.

310 mAaiolo NG Topovoog SITAWPATIKAG {nTeital 1 avamtTuEn evOg TETOLOV GUGTHHATOS GTO ETTi-
nedo Topéa tng ZxoAnG.

Zxetikd MaOnpata: Kataveunpéva Svotnpoata

Yxetwkny BifAroypaepia:
1. https://docs.cardano.org/
2. https://yoroi-wallet.com/
3. https://learnyouahaskell.com/chapters
4. http://github.com/input-output-hk/plutus-pioneer-program
5. https://play.marlowe-finance.io/
6. https://atalaprism.io/

7. https://www.skepsispool.com/
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22 Xxedixopog kar vAoOTOINoT EPYAAELOL TTPOCOUOIWONG KOLTOL-
VEUNUEVOV CUOTNUATOV ENEEEPYATIAG CUVEXDV PODV deSOpE-

VWV CE TPAYHUATIKO XPOVO.

H ene€epyocio cuvexdv pocdv dedopévwv o tpoypatikd xpovo (Stream Processing - SP) eivan puo epap-
Hoyn oL Ta TeEAevTOla XpOvia ExeL Yivel dlaitepa SNHOPLATC, XOPT OTNV AVOITTUEN TV TEXVOAOYLOV
enme€epyaoiog ko amobrkevong dedopévwv peyéddov dykov (Big Data). Katavepnpéva cvotrpato SP
o6mwg T Storm, Flink, Spark ko Kafka ev yéver xpnoyiomnoiodv moAAamdég vAOTOLGELS PUOLKOV Te-
Aeot@v oe mapdAAnin Sibtakn, xatavépovtag Ta dedopéva mpog enefepyacio petakd tovg. Qotdoo,
otolyeia OmWG:
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* 1] KOTAVOT] TwV dedOpévav,

1) APYLTEKTOVLKT] KOL O TPOTOG AELTOVPYLIAG TWV GLYKEKPHEVOV GLGTNUATWV (true streaming vs
micro-batch),

+ 70 £id0g TV TeAecTOV (stateful vs stateless), adA A& ko
+ 0L TEYVLKEG KATATUNOTG Kot SIAHOLPAGHOD TOUG GTOVG LITOAOYLGTIKOVG TTOPOVG TOL GUGTHHATOG,

ennpelovy oNUOVTIKE TIG £MTLOOOELS.

3t6x0G TG TNG SITAWHATIKAG epyaciog eival va oxediaotel ko vAomoLnOel éva TapapeTPOTOLGLLO
epyaieio TPOoopoiwaong NG Aertovpyiong evog cLOTHHATOG enelepyaoiog cuvexdV poodv dedopévwy oe
Tpaypatikd xpdvo mpokeyévou va pehetnBel ) enidpoaon Twv maportdve TopapéTpwy oTnv enidoot)
TNng Aettovpylag tov.

Yxetwkny BifAroypaepia:

1. Gedik, Bugra. “Partitioning functions for stateful data parallelism in stream processing.” The
VLDB Journal 23, no. 4 (2014).

2. Nasir, Muhammad Anis Uddin, et al. *The power of both choices: Practical load balancing for
distributed stream processing engines.” 2015 IEEE 31st International Conference on Data Engineering.
IEEE, 2015.

3. Nasir, Muhammad Anis Uddin, et al. "When two choices are not enough: Balancing at scale in
distributed stream processing.” 2016 IEEE 32nd International Conference on Data Engineering
(ICDE). IEEE, 2016.

4. Katsipoulakis, Nikos R., Alexandros Labrinidis, and Panos K. Chrysanthis. "A holistic view of
stream partitioning costs” Proceedings of the VLDB Endowment 10.11 (2017).

5. Abdelhamid, Ahmed S., et al. "Prompt: Dynamic data-partitioning for distributed micro-batch
stream processing systems.” Proceedings of the 2020 ACM SIGMOD International Conference on
Management of Data. 2020.

6. Chen, Hanhua, Fan Zhang, and Hai Jin. "Pstream: a popularity-aware differentiated distributed
stream processing system.” IEEE Transactions on Computers 70.10 (2020).
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23  Karavepnpévn Babwx Mnxoavikn Madnon

O ocvvexdg ow€ovopevog 0Ykog Twv dedopévwVy TG OTIEPLVAG ETOXTG, ELTE TTPOKELTOL Yia SOUNpéEVL
dedopéva (.. csv, txt) eite yio dedopéva ywpic dopn (etkdva, 1xog, keipevo) kabiotd ToAAEG popég
NV eknaidevon e KAAGGLKoDg adyopiBpovg pnyavikng pabnong xoprniotepou emnmédov, apov ot Te-
Aevtaiol TAPOLGLALOLY EVOV KOPECHO VAPOPLKA [ TNV akpifela Tov PITopolV va TeTiXOLVY 0G0 K-
Eqvetal  moAvmAokotnTa Twv dedopévav. Ta kadbtepn avamapdotact) Tov GLVOAOL TwV dedopévwv
ovvnBileton TAéov va yivetal ekmaidevon pe xpriot VEuPpwVKOV SIkTOwV. QoTd60, TO60 0 av€avopevog
6yxog Twv dedopévav 660 Kal 1) TOAVTAOKOTNTA TwV SIKTOWV KaBLoTOUY 6LVIBWG CTTaYOPELTIKT) TNV


mailto:nchalv@cslab.ece.ntua.gr

EKTTALOELOT) VELPWVIKDOV SIKTOWV G€ £vav LITOAOYLOTIKO KOPUPO avaopLkd pe To Xpovo exkmaidevonc.
I to oK0md CWTO, £x0oLV TpoTabel dvo Pacikol Tpomol yio T Pabid pnyavikr p&dnon pe katavepunpévo
TPOTO: 1] APXLTEKTOVLKY EVTNPETHTN TopapéTpwV (parameter server) Kot 1 KATUVERNUEVT) eKTTaidevon
He xprion Texvik®Vv oAk peiwong (all-reduce).

23.1 Zvykpntucr aloAdynon TEXVIK®V GUYXPOVIGHOD YL TNV KOTOVEUNHEVN
EKTTALSEVOT VEVPWVIKDOV SIKTO®WV GTNV APXLTEKTOVIKN TOL eEuTNPETNTN
TOUPAPETPWOV.

H apyitextovikr e£umnpetn Ty TopopéTpwy eivol pio KeEVTPLKOD TOTTOL APXLTEKTOVLKY) GTHV OO0t GU-
petéyovv 0o €idr depyactdv: o eELITNPETNTHG TAPAPETPWV, TTOVL outoBnkevel kot Siotn pel To kaboAkd
HOVTEAO, KL OL EPYATEG, OL omoiol o k&Oe Pripa vtodoyilovv Ta Swaviopata kAiong tng ekmaidevong.
H ocvuykexpylévn apyLteKToviky HITopel va AELToupynoeL TOGO pe GOYXPOVO TPOTO, OOV Ge K&Be Pripo
enavaAnymg g eknaidevong ocvyyxpoviCovv dAot ot epydteg T Stavdopata KALoTG oL LIToAdYLoAVY
otov eEumnpetnTr), 660 KaL pe aoOyYpovo TpdIo, O61ToL Ta Stavdopata kAiong mov voloyilel o ko~
Bévag aklomolovvron aveEaptnta. H oOyypovn extéleon mapovoidlet évtovn kabuvotépnor 6To xpovo
EKTENEDTG, EVA 1) AGVYYPOVT], TTALPOTL TLO YPTYOPT], HTopel v 081 ynoeL o€ Eva TeAKO HOVTELO TTOU V&
votepel otnv akpifela. HapdAinia, extog amd Tig d00 avtég mpooeyyioelg éxovv mpotabdel ko GANeg
eVOLAPETEG TEXVIKEG CUYXPOVIGHOV. ZTOX0G QVUTHG TNG SUTAWHATIKNG epyaciag eivar va yivel pio metpo-
HOTIKT otoTipnon Twv peBddwv cuYYPoVIGHOD oL éxouV TTPoTadel TNV GLYKEKPLUEVT] ALPYLTEKTOVIKT).

Yxetwkny BifAroypagia:

1. Li, Mu, et al. "Communication efficient distributed machine learning with the parameter server.”
Advances in Neural Information Processing Systems 27 (2014).

2. Li, Mu, et al. "Parameter server for distributed machine learning” Big learning NIPS workshop.
Vol. 6. No. 2. 2013.

3. Ho, Qirong, et al. "More effective distributed ml via a stale synchronous parallel parameter server.
Advances in neural information processing systems 26 (2013).

4. Gupta, Suyog, Wei Zhang, and Fei Wang. "Model accuracy and runtime tradeoff in distributed
deep learning: A systematic study” 2016 IEEE 16th International Conference on Data Mining
(ICDM). IEEE, 2016.

5. Dutta, Sanghamitra, et al. "Slow and stale gradients can win the race: Error-runtime trade-offs in
distributed SGD.” International conference on artificial intelligence and statistics. PMLR, 2018.

6. Zhao, Xing, et al. "Dynamic stale synchronous parallel distributed training for deep learning”
2019 IEEE 39th International Conference on Distributed Computing Systems (ICDCS). IEEE, 2019.

23.2 IIpooeyylotikég TEXVIKEG OAMKNG HELWOTIG GTNV KOTAVEUNHEVN EKTTaidevon
VELPOVIK®OV SIKTOWV.

H xatavepnpévn exmaidevorn pe xprion TeXVIKOV OAKNAC PHelwong eivoe pioe omokevTpwompév dua-
dwkacia exkmaidevong, €€ oplopol ovyypovr, 6mov ce k&Be Pripa NG ekmaidevong, oL epyaTeg TOL



OUPPETEYOLY LYY pPOoVilouy T StoviopaTa KALOTIG IOV LITOAGYLOAV HE XPTOT) TEXVIKOV OAKNG Helw-
ong (all-reduce). Ta tedevtaio xpovia, AapPdvovtag LITOYLY KL TNV ETEPOYEVELX TTOL TTOLPATNPELTAL
TOAEG POPEG Ge GLOTOLYlEG LTTOAOYLOTAOV o TEPPAAAOVTA LITOAOYLGTIKOD VEPOUG, éxouv TTpotadel
acBevéoTepeg, amo pepLig enLtéSov cUYXPOVIGHOD TTPOCEYYITELS EPOPHOYNG TNG OALKTG HELWOTNG, OTTMG
0 aAyopiBpog AP-SGD ko pic aaoyxpovr) exdoxr, 6mov epoppoletar 1) oAkt peiwon avd opddeg. Etod-
XOG TG oLYKeEKPLHEVTG SITApATIKAG elvar 1) aloddynon avt®dv TV pebddwv, kabog kot 1 vAomoinon
Ko o0YKpLoT) evalloktikng peBodov acbevoic cuyypoviopot.

Yxetwkny BifAoypapia:

1. Lian, Xiangru, et al. ’Asynchronous decentralized parallel stochastic gradient descent.” International
Conference on Machine Learning. PMLR, 2018.

2. Luo, Qinyi, et al. "Prague: High-performance heterogeneity-aware asynchronous decentralized
training.” Proceedings of the Twenty-Fifth International Conference on Architectural Support for
Programming Languages and Operating Systems. 2020.
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24 Egappoyég texvikov mechanism design (vwoxAadog tng aAlyo-
pOpkng Bewpiag maryvinv) kan deep learning yio amodotikég
online dnponpacieg mopwv petagd xpnotwv oe nepifaiilovia
cloud

St o0YXPOVOL HEYRAQ LTTOAOYLOTIKG VEQT 1) SUVOLLKT] EKXOPTOT TTOPpwV o€ XprioTeg 1) tasks xpnotov
avaloya pe Ty ovéykn tov xpriotn kot tn diobeopdtnta mépwv oto diktvo pio dedopévn oTiypn
epaTeTal 6T0 TPOPANHA TOL arodoTikov resource allocation.

Me tnv &vodo tov machine learning kot tnv avantu€n nepiocdtepwv non-critical 1j easy scalable
jobs mov propei vo Tpé€eL o xpriotng o pia cloud vnpecio Ko yio vo v TIHETOTTLOTEL TO TPOPANpA TV
TOPWV TTOL pévouy ayproipomointol 6to AWS, j Amazon dnpiovpynoe v vanpecia Spot Instances
6mov TYég Twv Vms Siapoppidvovtal katd to dokovv meplodikd, avddoya pe tn {rtnon.

Avto gpmepiéxel Tov Kivduvo k&Imolog xprioTng v atwAécel peYGAo aplBud TV TOPmV TOL XWwpIg
npoetdomoinon. Eto epyactrplo avantvEape évav decision component, ovopatel Game Master, ov
epoppoletan oto Spot Instances ko dievepyel online dnpompacieg meplodikd pe 6TOXO OL TOPOL EVOG
XPHOTN vor ALEOHELOVOVTOL EAACTLKA.

T v Srtcpadicovpe Ty eykupoTnTa, TNV TYLOTNTA KoL TN PLAaAnBeia TV Topamtdve dnpo-
TPACLOV Y PNOLHLOTOLOVHE TeXVIKEG davelopéveg amd To mechanism design- évag vtokAddog tng al-
yopBpikng Bewpiog moryviov mov otdX0 £XEL TNV KATOGKELT] UYOVIOHOV OV 081YOOV TOUG TTOUKTEG
€VOG TTOLY VIOV Va TTopovotalovy GLAOAT 0T GUUTEPLPOPA KATA T1 GUUHETOXT) TOVG 6TO Taiyvio. Emiong
XPNOLLoTolope pia Tpocéyylon evog deep learning min max vevpwvikot Stktoov.

Katagpépvoupe vo TetO)0UHE 0PEAT Yot CwpPELD SLLPOPETIKODV TEPLTTOCEWDY OTMG TO VO TETVUYOVLLE
peydha képdn yue tov cloud vendor fj péylotn Kowwviky w@élela yio Toug xprioteg (oL XprioTeg pé-
VOUV OTNV TAELOVOTNTA TOVG evXopLoThpévol) OL TPOCOHOLMOELS TAV® OTLS OTOLEC TECTAPOUHE TOV
component x@opovV 6TATIOTIKA oTolxeio artd To Google Trace.
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3todxog pag eivon va i dnuovpyio evog actual cluster pe Stopopetivods xprioTeg, pe StoupopeTikd
non-critical applications ov cuppetéyovv oTIg dvwd dnponpacieg Tov Game Master meplodikd, Tpo-
oBagarpodvtor TOPOL Tovg Kot var SelEoVpE TG TA KPLTAPLO TTOL EPPAVOG TANPOOVTUL GTLG TTPOCO-
polwoelg, TAnpovvTal kot o¢ actual executions environemtns.

Mop&AAnia 1 xpnotpomnoinon tov Game Master oe meplPAAAOVTR ETEPOYEVOV OPYLTEKTOVIK®V Ot
propovoe va e€etootel cov vtoymeLo Bépa.
Yyxetwkn; BifAroypaepio:
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3. W. Shi, L. Zhang, C. Wu, Z. Li and F. C. M. Lau, An Online Auction Framework for Dynamic
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no. 4, pp. 2060-2073, Aug. 2016.
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25 Resource Scheduling pe xprion BaBeidxg Evioxvtikng M&Onong
pe epappoyn oe Distributed Frameworks Mnxavikng M&Onong

Tnv tehevtaia dekoetion 1) XProT KATOVEUNPEVOY CUOTNUATOV (TTOAAEG POPEG TAEOV ETEPOYEVOV OLp-
XLTEKTOVIKOV, emelepynotov kal mopwv - A.x. CPU, GPU, TPU, FPGA) yia emefapyacio dedopévwv
peyaAng kAipoxag, kuploopyel T06c6o oto medio Tng axadnpaikng épevvag 660 kot oto industry.

Ipoxepévou 1 cuvepyosio Twv SLaPopeTKdV components evOg eVIALOL KATOVEUNHEVOL GUOTHHA-
tog va. PeAtiotonoindei, oL TOHpoL va ypropomotodvTal BEATIOTA AAAQ KAl OLKOVOULKA, XPTCLHLOTTOLOD-
vrtal povréAda y scheduling. 2tnv nmapotvoa epyosio 0o aoyoAnBolpe pe tétolo povtéda mavw oe
frameworks pnyovikng pabnong.

Framework pnyovikng pdbnong 6mwg to tensorflow [1] ko to keras [2] ypnopomotodv cuotripoato
6mwg to kubeflow [3] yi atodotikdtepo scheduling, peta€d dAlwv.

Sty mapovoa epyacia 0o aoyoAnBovpe pe o scheduling oto Daphne. To ototnpa Daphne [4](5]
XPTOLHLOTTOLEITOL Yot TNV eKTEAECT) aAYOp OV Pnyavikig padnong kot avaivong dedopévmv, Kot £xeL
N SuvaTOTN T EKTENEOT|G O Evar PNy dvnpa 660 kol o€ Eva katovepnpévo obotnpa (distributed runtime).

>tox0g TG dimAwpatikng eivon éva performance evaluation tov Daphne, pe xprion benchmarking
tools yuwx distributed cvotrpata ko 1 katackevr] povtédwv Pedtiotonoinong tov scheduling, Boaot-
opéva ota diktva Pabeldg evioyvtikng padnong. Ta Pabeid vevpwvikd diktva éxouv deikel avwtepd-
TNTO KXl QTTOTEAECHPATIKOTITO. O OXECT) HE TIG TOPOADOCLOKES TEXVIKEG HNXOVIKNG p&Bnong oe mpo-
BARpOTO TOL 0 XOPOG KATACTACEWV TNG ELGODOV elval apKkeT® HEYRAOG.

Y& mponyoLpeveg dovAelég oTo epyaothplo £xel xproipomoindei o Double Deep Q learning [6] yio
dynamic scheduling ko resource allocation ¢ katavepnpéva cuotrpata.

v napovoa Simhwpotikn Oa pedetrioovpe ta Double Deep Q learning dixtva [6], ta Dueling
Deep Q learning diktva, eved diveton 1 ehevbepiar kot yior peAETn SLoepopeTikddV mpocoeyicewy.
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Yyxetikd Mabnipata: Svotipata HoapdAining Encepyaoiog, Kataveunpéva Svotipoata, poywpn-
péva Oé¢poata Phoewv dedopévwv
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26 Melétn, Yhomoinon kat ocvykpion KBaviikwv AAyopiOpwv Mn-
xovikng Madnong kart Kpaviikov Nevpovikov Atktowv (Bayessian)

To Quantum Computing[1] eivar ed® yia va peivel. Eve n evaoyoinon pe tov kA&do yuo xpovia me-
proptlotav oe BewpnTikd eminedo mAfov vAomoiroelg Quantum Computers ad kK0A0GG0O0G OTMG 1)
Google[2] xou 1 IBM[3], divouv tn duvartdtnTa tpoktikng eEétaong kPavtikodv alyopibpwv oe mpay-
HOTIKO XpOVO Ko ToL aroTeAéopaTa amrodetkvOovToL 0AOEVA KAL TTLO VITOCYOHEVAL.

To Quantum Computing expetardedetal apyég g Kpavropnyavikrig (quantum superposition,
interference, and entanglement)[4] kou v mBavotikng g gvon (éva cwpatidio otovg KPavtikoig
vroAoylotég mpLv petpnOel dev éxel povo dVo KaTACTACELS TOL PITopel var PplokeTol AR ATTELPEG
nave o P ogaipa mbavotitwv -Bloch Sphere)) mpoxepévov va mapovoidoer exBetikr] PeAtiowon
oe mpoPArpata mov péxpt tpodcparta Ppickoviav otnv NP kAo, mapovoidlovtog pa véx KAGoT)
roAvmAokotntog, tnv BQP[5].

310 epyaothplo éxouvpe peAetnoel KBavtikodg alyopibpovg pnyoavikng padnong, eved éxovpe vAo-
TOLIOEL UL TTPOGEYYLOT) evog LPPLOLKot kmeans oe mpaypatikd KBavtikd vAko, mapeyopevo oto cloud
g IBM. Zvuyxpivape tov vPpiducd kmeans pe tov kAacoikd kmeans ko Bydhoape copmepdopoto oye-
TIKG pe TNV arodoTikoTnTa ToL avolytob Quantum hardware yi tnv dpot.

2todx0g awThG NG epyaoiog eivor 1) perétn twv KPtavtikov Nevpwvikdv Aiktowv[6]. Zuykekpipévo
Bo aoxoAnBovpe pe n pedén ko v katackevr] evog Quantum Bayessian Network([7], mov ta fapn
oe k&Be vevpdva dev elvar VTeTepULVIGTIKG OAAG TBavOTIKG, Yo va ekpeTadAevTodpe tnv mibavoTikn
¢@vo1 touv KPavtikot vroroyiopot.

Oa ocvykpivoupe o Quantum vevpwvikd dikToa pe To avtioTolyo kKAaoikd, Bo tpoteivovpe Pel-
Tivoelg ko Oa BydAovpe CUPTTEPAOHATA OYETIKA HE TNV VIAPYOVCK OITOSOTIKOTTO TWV OLVOLYTMOV
KBavtikdv cloud systems, mpoteivovtog allayég kat feATiooelc.


https://www.tensorflow.org/
https://keras.io/
https://www.kubeflow.org/
https://daphne-eu.eu/
http://www.cslab.ece.ntua.gr/~ikons/derp_proceedings.pdf
https://www.tensorflow.org/agents/tutorials/0_intro_rl
mailto:kbitsak@cslab.ece.ntua.gr
mailto:goumas@cslab.ece.ntua.gr
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27 Amotipnon Aettovpyiog cvoTnpatwyv eneEepyaciog peyddov
Ooykov dedopévmv tavw ot skewed cOvola dedopévmv.

H avaivon peyarov dykou dedopévov (Big Data) pe katavepnpéva cvotipota eneepyaciog elvor évag
artd Toug 1o dnpoPLheic Topelg avamtuEng ta tedevtaio xpovia. Ta meplocdTEpL KOTAVEUNLEVOL G-
otnpata eneepynciog Opwg, de propov va eme€epyactodv amodotikd dedopéva Tov mapovoidlovv
avopolopopeieg (skew). Zvykekpyiéva, n avalvon dedopévwv pe xprorn cvvevooewv (joins) kou ov-
vumoloylopdv (aggregations) emnpedletor onpovtikd and to skew twv dedopévov, kot ta ev AdYw
ovotipata enefepynciog tapovotdlovy cuviBng YapnAn arddocn oe TETOLOL TUTOL AVAALCT) TAV®
oe skewed dedopéva. Ilapdro mov éxouv yivel epeLVNTLKEG TPOCTADELES AVTLHETMOTLONG TOV POLVOpE-
vou tov data skew e alyopiBpid eninedo kot mhvw ot edikd cvotpata [1,2,3], Ta teplocdTEPR ALTTO
TOL LITAPYOVTO KATOVEUNHEVEL GLOTHHATO eteEepyaaiag Sev €XOUV VAOTOLGEL OYETIKOVG HIJXOVIOHOUG
yie v avtipetonior tov. To Apache Spark eivon éva atd tar o Snpo@idn cvotipata eneepyaciog
peydov dykov dedopévav, kat topéyel to SparkSQL[4] module yix tnv avédvon dedopévwv pe xprion
SQL epwtnpdtov. e pia tpocTdbela AVTIHETOTLONG TOL TTPOPANHATOg avToD, avénTLEE TPOGPAT TO
adaptive execution framework [5]. Ztn cvykekpiévn Suthopatiky, kadeiote va pedetrioete To adaptive
execution framework tov Spark SQL, ko va a€loloyrcete Tnv otdS00T TOL GLOTHHATOG pE dLopope-
Tik& emineda data skew wou pe Srapopetikég pubpicelg Tov cvoTipaTog Xpnoonowdvag to TPC-DS
benchmark.

Yyxetikd MoOnpota: Ipoywpnpéva Bépata Baoewv dedopévwv, Kataveunuéva Zvotnpata

Yxetwkny BifAroypaepia:
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2. R.Li, M. Riedewald, and X. Deng. Submodularity of Distributed Join Computation. In Proceedings
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3. W.Rddiger, S.Idicula, A. Kemper and T. Neumann. Flow-Join: Adaptive skew handling for distributed
joins over high-speed networks. In Proccedings of the 2016 IEEE ICDE.

4. https://spark.apache.org/sql/

5. https://databricks.com/blog/2020/05/29/adaptive-query-execution-speeding-up-spark-sql-at-runtim
html
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V. Epyaoieg o ovvenifAeyn pe eEwtepikoig
CUVEPYATEG

28 TlapaAinloroinon shell scripts

O mtpoypoppHATIONOS pE T XPTioT) TPOYpappaTey keAD@oug (shell scripts) mapopéver e€onpeticd Snpo@t-
MG (81 o dnpo@iAng YAwooa mpoypoppatiopot oto Github) e€artiag towv idlaitepwv yapoktnploti-
KOV TOU KEADPOUG, OTTWG 1) €DKOAN GOVOEGT) TPOYPOUUATOV YPOPPEVOV GE OLUPOPETIKES YADOGTEG KoL
1 apeon npodcPoaon kan Swaxeipion Tov cvotrpatog apyeiwv (file system). [Tap’ oA avtd, Ta poypdy-
HoTor KEADPOULG EKTEAODVTOL KUPLWOG GELPLAKA, 0ONYOVTOG 08 pHeEYAAOUG YPOVOUG ekTéAEOTG, Olitepa
vl Sradikaoieg eme€epyaociog dedopévav.

H npéoatn dnpovpyia tov PaSh (https://github.com/binpash/pash), evog cvotipatog avtopatng
TOPAAAAOTOINGTG TPOYPAPHATOV KEADPOUG, £xel 0dnynoeL oe onpovtikn PeAtiwon oto xpovo ekTé-
Aeong toug. To PaSh éxel Aafer apreta Ppafeia amd tnv akadnpoiky kowvotnta kot eivor Stabéoipo
vrtd v aryida Tov Linux Foundation.

Yxetwkny BifAoypaepia:

1. Vasilakis, Nikos, Konstantinos Kallas, Konstantinos Mamouras, Achilles Benetopoulos, and Lazar
Cvetkovi¢. "PaSh: light-touch data-parallel shell processing” In Proceedings of the Sixteenth
European Conference on Computer Systems, pp. 49-66. 2021..

2. Konstantinos Kallas, Tammam Mustafa, Jan Bielak, Dimitris Karnikis, Thurston H.Y. Dang, Michael
Greenberg, and Nikos Vasilakis. "Practically Correct, Just-in-Time Shell Script Parallelization.” In
Proceedings of the 16th USENIX Symposium on Operating Systems Design and Implementation.

28.1 BéAtwotn Katavopn shell scripts

H apytrextovikr] tov PaSh kot ot texvikég maparAniomoinong enekteivovton evBEwg yioe TNV katarvopr
TPOYPOHHATOV KeEADPOULG TTOL SroxelpilovTal apyeia oe TOMKE OAAY KOl KATOVEUNHEVE GUGTHHOTO
apyelwv (distributed file systems). Yrndpyet 1101 o tpddTn vAomoinomn tng Katovepnpévng emékToong
tov PaSh, 1 omoia 6pwg dev eivar BEATIOTN. ZUYKEKPLHEVA, QUTT 1) TTPOTY KATAVEUNHEVT] DAOTTOLN G
KGveL KAoleg LITOBECELS VIO TX XOPAK T PLOTLKA KATOVOUTG TOV VITOAOYLOTIKOD GUGTHHATOC, TOV TOTTO
TWV TPOYPOUHATOV KEADPOUG, TNV KoTavopr] TV §edopévamv, Kol TOLG oTOXO0VG TOL XProTr. AvTég oL
vrobéoelg mepropilovv tnv evpeia xprjorn Tov PaSh oe yevikdtepa oevapia T omoia aovTdvTon cuxve

otV TPAL.
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Ytoxog: H eméxrtaomn tov PaSh yix tn éAtiotn katavour mpoypappdtev kehbeoug (shell scripts).

Yyxetikd Mabnuota: Svotiporta HapdAining ene€epyociog, Kataveunpéva Svotpata

28.2 Avalntnon PéAltiotng tapaAinlonoinong

To PaSh PeAtioovel onpavtikd To Xpovo ekTéAeONG Yot TOAAK TPOYPAPUATA, AN ETLAEYEL DLAPOPES
TopopéTpoug Tapariniomnoinong (.., Tov pabud topariniiopod) xwpic avalntnon, odnywvioag ov-
¥va oe pundevikr] Perticon (] aKOpX KoL XELPOTEPELGT)) KATTOLWVY TTPOYPOpPPAT®V. AuTr) 1) éAAeyn PeAti-
WOTNG WITOPEL VXL OPEIAETOL OTA XAPAKTIPLOTIKE TOV TPOYPAUHATOS 1] TOV LITOAOYLOTLKOD GUGTHHATOC,.
TNo mopdderypa, 1 TapoaAAnAomoinon KAToLwY eVTOA®DY, T.)., SOrt, eV elval YPOUHLKT, HE OITOTENETLOL
évag Pobpog mapadAnAopot thve atd kémrolo onpeio va xepotepeel avtl vor PEATLOVEL TO XPOVO
extéleong Toug. Eva dAho mapdderypo eivon 0tL, o€ ovotripata pe apyd dicko, ol evtorég buffering
1oL tpocbétel To PaSh pmopel va xetpotepedouv tov xpovo ektédeong. Ztoxog: H Bedtiotn maparin-

Aomoinon shell scripts pe ™ xprion otatik®dv (pe evpLoTikég) 1) Suvok®OV (pe oTatioTikd dedopéva)
pefodwv.

Yyxetikd MoOnpuota: Zvotipoto apdAining enelepyonciog

28.3 IlopaAAniomoinon vEwV KoL SLXPOPETIKOV EQOAPUOYDV

To PaSh katagépvel va maparAniomotioet éva onpovTikd aplBpd tpoypoppdtoy, aAld To eDPOG TV
epappoy®v mov propel va PeAtinbel dev éxel diepeuvnBel TApwg. Metakd dAAwv, mbavég khdoelg
EPUPUOYOV 0TI omoieg prtopeil To PaSh va Ppet epappoyr eivat:

« IIpoypbppota keAbpoug yio eykatdotact Aoyiopikot (configure kou build scripts)
« Ipoypdppoata yio epappoyég Proiatpikng xat fromAnpogopikrig (bioinformatics)

« Ipoypappoata eneepyaciog dedopévwv pe mo meplmAokn dopur, )., TPOYPOHHOTA UNYVIKHG
pé&bnong (ML)

>t6x0g: H mapariniomoinon véwv kat SLapopeTikdY epappoyodv, tepthapfavovtag ta akdiovda Pr)-
poTo:

+ HaparAnlomoinon kavovpylwy TPoypappdTey pe To Xépt (1) GAla epyaleia, .., GNU-parallel)
7OV PITopoLVY va xproiponolnfodv wg Pacelg perétng yio tepottépw PeAtivon tov PaSh.

+ IMaporinlomoinot kovobpylwy Tpoypoppdtoy keADPoLg pe T xprion tov PaSh, emekteivovtag
to PaSh pe cvoowpevtéc (aggregators) kar meprypopéc (annotations) yio véeg eviolég, aAld
mOoVOV KoL SLAPOPPOVOVTAS T TTPOYPAPPATA Yia Vo athomotnBel n mapariniomoinet Toug.

« ITwo extevng eméktaon tov PaSh, pe véeg texvikég maparinionoinong wote va dpdoel oe mTpo-
ypoappota ot omoio dev propotvoe 6to mTopeABoOV

Yyxetikd MaOnuota: votiporta HoapdAining enetepyoaoiog

Emwcorvovia: T'edpyrog I'kodpag , goumas@cslab.ece.ntua.gr
Kovotavtivog KaAAdg, kallas@seas.upenn.edu, https://angelhof.github.io/
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29 Anomaly detection of applications using eBPF

Applications interact with the OS using system calls. The goal of this project is to use eBPF to to
monitor an application’s system calls to build models, that can be, subsequently, used to detect abnormal
application behavior.

# Milestones

## Application selection

Select an application that will to be used to build and evalute the proposed system. Commonly used OSS
projects, such as nginx, coredns, redis, memcache, mySQL, postgreSQL, are well-suited for our purposes.
In addition to the application, find a workload generator (in most cases one should exist already) as well
as a number of "abnormal” conditions for these application. These can be anything ranging from: bugs,
security exploits, and user misconfiguration (Note that for the former two categories, older versions of
the software can be used to trigger them).

## Collect data and build an application model

using eBPF collect system call data from applications. The data will include: a timestamp, the thread id,
the system call executed and its arguments. Using these data, build an application model that can be
used to detect abnormal application behavior. There are numerous methods for doing that [1], [2]. We
suggest using Probabilistic suffix trees [3], but any suitable method can be used. Evaluate the application
model using the data from the previous steps.

Literature:

[1] Outlier Analysis, Aggarwal, Chapter 10.

[2] Knowledge Discovery from Data Streams, Chapter 9

[3] https://www.jstatsoft.org/article/download/v072i03/1035

xetikd Madnpata: Epyactrplo Aettovpyltk®dv SUoTNHATOV
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30 Emtaxvvon Emucowvwviag E@appoyonv Yroloyiotikwv Kévipwv
pe eBPF

Egpappoyég mov tpéxovv péca ae peyala LTTOAOYLOTLKA kKéVTpa, Ontwg key-value stores kot map reduce,
ETKOLVWVOUV pe TOAD ouykekppéva potifa yvwotd g fan-out/fan-in patterns. Katd tn didpreio oo-
TNG TNG EMKOLVWVING, 1) epappoyr medartng (client) ypeldleton var emKOLVWVTOEL Pe eKATOVTADEG 1) KoL
XM&deg e@appoyég e€umnpetnth (server) ko apol cLAAEEEL OAEC 1] TIC TTEPLOGOTEPEG ATTOVTHOELG, VOL
ovvBéoel pua tedikr] ambvtnor. Katd tn Sidpreia avtrg Tng emkoveviag, 0 xopog muprve xpetdletol
VO ETILKOLVWVEL e TO X®OPO XPNoTh Yo k&Be amdvinon mov AapPdvel, TopOAO TOL 1) EQOAPHOYT] GTO
x0po xpriotn Ba propécel va Tpé€el povo dtav éxel GLAAEEEL OAES TIG TAVTIOELS.

To BPF (extended Berkeley Packet Filter) [1], eivon pia texvoloyia mov emitpémel TNV acpaAr] ekTéAeoT
KOSLKO XPoTn 6TO XOPo Tov Tuprva. Emopévwg, emtpénel tnv eméktaoct tov muprvae pe faon Tig
QVALYKEG TOU YPHOTH 1] KATOLAG EPAPHOYHG XWPIG 0AAAYEC OTOV KOOLKO TOU TUPHVAL KOl XWPIG ETEKTR-
O€LG. 2KOMOC AUTHG TNG epyasiog eivan o oxediaopdg ko 1) vAomoinon evog cvothpatog o€ eBPF mou
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Bo PeEATLOOEL TO CLYKEKPYEVO HOTIPOL ETTLKOLVOVING TOV EQAPHOYDV DITOAOYLOTIKOV KEVIPWV, HELOVO-
VTOG TNV XVAYKT] ETKOLVOVIOG OVAHESH GTO XWPO XPTOTN KoL TUPTVA, KOl VAOTTOLOVTOG KAITTOLX &ITO

TNV AOYLKT TNG EQAPHOYNG HEGA GTO XWOPO TLPTVAL.

Yxetwkn BipAroypoapio:

[1] https://ebpf.io/
https://www.usenix.org/conference/nsdi21/presentation/ghigoff
https://dl.acm.org/doi/10.1145/3419111.3421301

Yxetikd Madnipata: Epyaotrplo Aettovpyltk®dv ZuoTtnpaTov

Emikowwvia: Tedpylog I'kodpog , goumas@cslab.ece.ntua.gr
Méprog Koyiag marioskogias@gmail.com, https://marioskogias.github.io/

31 XpovonpoypoppatiopogEeappoymnv oe Khpoka microsecond
pe tn BonOsix Ipoypappatilopevov Xvokevmv Atktoou

Epoappoyég umoloylo Tik®v kévipwv, 0mws in-memory key-value stores, xprnopomnolotv Remote Procedure
Calls (RPCs) yit va emikowvwvrjoovv. H eEumnpétnon aut ov twv RPCs Siapkei povo pepikd microseconds
KOl Ol GUYKEKPLUEVEG EPAPHOYES XPELALETAL VO AELTOVPYTICOLY KATW td TOAD avotnpd Service Level
Objects (SLOs). Emopévwg, 0 XpovompoypoppaTiopog TETOLWwV QapHOY®V eival éva d0oKoAo Kot avol-
XTO TPOPAN QL.

‘Evag KouvoOpylog TpOTog LAOTOINGNG KATAVEUNHEVWVY e@appoy®dV Baciletal otn xprion véwv mTpo-
YPOHHATILOpHEV®DY GLOKEVOV Sk TOOoV, O1twg switches ko NICs. To véo awtd povtédo (in-network compute)
yivetar 6A0 KoL Lo TPOCPLAEG oD eAeLBEPOVEL VTTOAOYLOTIKOUG TTOPOUG OV TAEOV PITOPODV VaL X PT)-
owpomonBoiv yia dAAovg okomots. Ot GLOKEVEG AVTEG PITOPOVV VO TTPOYPAPHATICTOVV pe VEEG YAKDO-
0€G TLPOYPUPPATIEHOD €1dLKOD okomol 6w 1) P4. H epyacia avtr apopd tn Xprjor TETOLWVY TPOypPOp-
HOTL OPEVWV GUOKELOV 6TO Xpovortpoypoppatiopd RPCs. Zxomdg eival 1) vAomoinon evog alyopibpov
XPOVOTPOYPOUHATIGHOD o€ Tpoypoppatilopeva switches mov Ba mpoooppdleton Suvopkd oe Sapo-
peTK® @optia, Oa popel v e€vmnpetrioel Stoupopetikd €idn epappoy®V aveEdpTnta otd TNV KoTo-
VO] TOL Ypovou e€umnpétnong, kot Bo expeTardedeTal TANPOPOpPLeg TOL SEXETAL ATTO TIG EPAPHOYEG
KoL TIG avaykeg Toug.

Yxetikn BipAroypopio:

https://p4.org/

https://www.usenix.org/conference/atc19/presentation/kogias-r2p2
https://dl.acm.org/doi/abs/10.1145/3477132.3483571
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32 BeAtiotonmoinomn Tov VITOAOYLGTIKOD TTUPT VA TTOAAXATTAQGLOGHOD
apaob mivaka e Tukvo ivaka (Sparse-Matrix-Dense-Matrix
Multiplication) oe apylrektovikég pe eneEepyacior kKoOvid oTn

pviun (Processing-In-Memory)

Ou poopateg ekelifelg otnv apyrrektovikr) 3D-stack texvoloyiov pviung (yio mapdderypor High-
Bandwidth Memory, HBM) éxouvv avavedhaoer to evdiagpépov yu Ene€epyaocia Kovtd otn Mvipun, 1
aAAodg Processing-In-Memory (PIM). Ou PIM apyitextovikéc éxovv oxediaoTtel e 6TOX0 VoL HELOGOUV
v xivnon dedopévwv (data movement) peta€d Tov emeepynotn Ko TNG KOPLAG PVHUNG, TOTOBETOVTAG
TUPTVEG XOUNANG KATAVAAWGTG EVEPYELOG KL HLKPOD KOGTOLG KOVTR TNV k0pla pviipn. Ilpdoparteg
epyaoieg [1-3] deixvouv ta o@édn twv NDP apyitektovikdv yio mapdAAnieg epappoyég Omws ypop-
pikr) alyePpa, PromAnpopopikr), avarvon dedopévwv kot Paoelg dedopévwv. Ttnv mopodoa dutAw-
potikn epyooio Oa peletnBei j vAomoinomn ko 1 PeATIOTOTOINGOT) TOV LITOAOYLOTIKOD TLPHVOL TTOAAX-
TAQCLXGHOD opato? mivoka pe Tukvo mivako oe PIM apyitektovikés, ko ovykekpyéva oty UPMEM
apyrrektoviky [4]. Oa vhomownOei pio PLpAobrn yia avtdv Tov LIToAOYLoTIKO TTLPH VA facLopév TNV
vrtdpyovoa SparseP BiPAiodnkn [3], ko B epappoctody Texvikég PeATioTOTOLONG He GTOXO TNV €Tti-
TevEn NG PEYLOTNG SUVATHG eTISOCTG OTLG GUYKEKPLUEVES XPYLTEKTOVIKEG,.

Yyxetikd Mabnpoato: Hponypéva Oépata Apyitektovikig Yroloylotdv, Zuotripoata [oapdAining Eme-
Eepyaoiog
Yxetwkny BifAroypaepia:
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33 BeAtiotonmoinon aAyopifuwv yia epappoyég Big Data Analytics

H extipnon nAnbwodrtnrog (cardinality estimation, to mAj00g povadik®v avTikelpévoy oe pio oelpd)
elvou évae ovnBeg TpoPANpa ot Srayeipiomn peyddov dykov dedopévav. Kabmg to kdotog cupfarticdv
Moewv (mty hash tables) eival amayopevtikod, To evdiapépov éxel otpagel oe mBavotikég Sopég dedopé-
VOV, TopéXovTog KAAEG eKTHNOELS TTOAD amodotikd. Avth 1) SITAwRATIKT epyacio o) Bo peletrioel TG
Srpopeg drabéopeg AMdoelg, B) B vhomotoel pia 1) TeplocdTepeg outd oL TéG Kot ) B Tig a€Loroyrioet
oe éva apoywykd (production) analytics meptfdAiov, cuykpivovtog pe LTTEPYOVOEG LAOTIOLCELG.
Yxetkn frpAroypaio:

https://en.wikipedia.org/wiki/Count-distinct,roblem

https://en.wikipedia.org/wiki/HyperLogLog
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34 BeAtiotonowunoelg o cvoTNuaTa PAcewv dedopévmv xpovo-
oelpov (time series databases)

O1 Baoeig dedopévwv xpovooelpdv AapBavouy mukvég poég (streams) eyypa@®v oe TPaypatikod xpovo
KO eTLTPETOVV TNV aodoTIKT eKTEAEDT) epwTnpdTrV (queries) oe avtég (MBavag kaTdmLy evpeTnpia-
ong, indexing). Ta workloads Toug cuvr|fwg eivon write-heavy, evd To yeyovog 6tL vtootnpilovv amAég
Aettovpyiec ota dedopEVOL TOUG EMLTPETEL VAL KALHAKOVOUV KoL oL VA va Télouv ta Opra Tov hardware,
oe CPU xau I/O. Ze avtd to mhaioto, n tapodoa Simhwpatikn epyacia Oo propodoe va eEepevvioel
TpoPAHaTH OTTWG:

o IMapdAAnin eyypon buffer oo dioko (pe ocvpmieon): e€epebivion Tou design space, vAomoinon
Ko aELoAdynon.

+ Tavtoypovn avadidtaln buffer kata tnv eyypagn (concurrent insertion buffer reordering): e&e-
pebVNOT TOV ETAOYOV YL TNV AITOQLYT) TNG ELoaYywYNG ekTOG oelpdg (out-of-timestamp- order),
vAomoinon kot a€loAoynon.

Yxetikn BipAroypoapio:
https://en.wikipedia.org/wiki/Timegeriesyatabase
https://facebook.github.io/zstd/
http://1z4.github.io/1z4/
https://en.wikipedia.org/wiki/Skip;ist

Tyxetikd Madnpata: Svotipata Hoapdiining EneEepyaciog, IIpoywpnpéva Otpata Baoewv Aedo-
pévwv, Aettovpyikd ZvuoTrpoTa

Emwcotvowvia: T'edpylog I'codpag , goumas@cslab.ece.ntua.gr
dotng Eevaxncg, Fotios. Xenakis@mobileum.com, https://www.linkedin.com/in/fotis-xenakis/

35 Tavtoxpoveg dopég dedopévmv

Evo o mapdAAniog vitoloylopog mapéyet pia 080 yior vymAotepeg emdOGELS, TAVTOXPOVA GYNHOTICEL
éva Lo mepimAoko meptariov mpoypoppatiopod. Ta va kApokoaoel éva mpdypoppe oe TeploodTe-
poug emekepynoTéc, xpeLdletal va Staupécoupe Ty epyacio oe mepiocoTepa koppdtice. H idovikr] dwai-
peon amontel TAMG TOAAXTAX GTLYHLOTUTIO TOV {810V TPOYPAPHATOG VO epYRlovToL 6e SLoPOPETLKA
Koppétior Tov mpoPAfpatoc. Mia tétowax Siaipeon eivo ouyvé adbvoarr, avoioLa 1) pr TPOKTIKT, OTOTE
xperolopaote o éva Pabpd tnv aAAnAenidpoaon peta&d SiupopeTikdv podv ektéleong (my threads).
Exel épyovton oL Tawtdypoveg (concurrent) Sopég Sedopéviv va TPOoPEPOLV VoY 0PYAVWHEVO TPOTTO
XELPLOPOD TOL KoLvoU state avapeoa oe Tppata ov ekteAovvron oe drokpitég CPUs. Avtr) 1) Suthow-
potikn epyocio Bo pedetrioel, vAomotjoel kot afloloyrioel v emidoon kdmoiag concurrent doprig
dedopévav oe éva ToapdAAnAo eplPdAilov extédeonc, yio Topaderypot:
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« Concurrent hash table
» Concurrent aging map

» Longest prefix match trie

Yxetwkn BipAroypopio:
https://en.wikipedia.org/wiki/Concurrent,ash;able
https://en.wikipedia.org/wiki/Longest,re fiz,atch
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36 Métpnonlatency o eninedo apxLTEKTOVIKNG YL S1KTVOKEG EPOLP-
HOYEG

Ot epappoyég mou eivar evaicOBnteg oto latency, 6mtwg oL epappoyég diktdwong, dev e€vmnpeTovvron
oo derypotoAnmrikég (sampling) texvikég (my profiling) yia tnv avédvor enidoong, piag kot o latency
spikes eivo ouvBwg omhvia ko atpoPArenta. O eVTOTIOHOG TV ALTLOV TTiow ortd TéTola latency spikes
amatel lyvniatnon (tracing) k&be outpatog (request) 1 akorovbiag emeEepyasiog kémotov yeyovoTog
(event), pe Tpomo arodotid ko xwpig mapepPorég. Ot vmep-vPnAég emdooelg TV OYXPOVWY SIKTO®V
méCouv 1o KoppatL Tng enekepyaoiag kabe aitnpartog 1 yeyovotog va oAokAnpwbei oe oAb ocbvTopo
xpovikd meplBwplo (0TIS aKpaieg TeEPLTTOCELS HETPATOL G KUKAOUG poAoylov). Katd cuvémeln, évag
TéTOL0G PNy aviopog pétpnong latency mpémer va emtvyydver vymAn axpifeia. Tétolol pnyovicpoi oo-
xvé vAomolovvTon pe instrumentation Tov KOSk TNG eQoppoYNG. Avtr 1) SiTAwpaTIK epyacio o) Bo
eEepevvrioel TIg Sidpopeg texvoloyieg instrumentation kot ) B cuykpivel To kd6oTOG KAL TV CKpifera
TOUG o€ TOPaywYLKo (production) meptPdAiov cUYXpOVEY SLKTLAKOV CLGTNHATOY LYNAGY emBOTEWV.

Yxetikn BipAroypopios:

https://gcc.gnu.org/onlinedocs/gec/Instrumentation-Options.html

https://dynamorio.org/

https://www.dyninst.org/
https://www.intel.com/content/www/us/en/developer/articles/tool/pin-a-dynamic-binary-instrumentation-
toolL.html

https://www.intel.com/content/www/us/en/developer/tools/oneapi/vtune-profiler.htmlgs.f1qe9f
https://www.intel.com/content/www/us/en/developer/tools/oneapi/vtune-profilerhtmlgs.f1qe9f
https://www.intel.com/content/dam/www/public/us/en/documents/white-papers/ia-32-ia-64-benchmark-
code-execution-paper.pdf

Yyxetikd Mabnpota: ponypéva @épata ApyitekToviknig YIoAoyloTodv, MeTayAwTTIoTEC

Emwcorvwvio: T'edpylog I'kodpag , goumas@cslab.ece.ntua.gr
doytng Eevding, Fotios. Xenakis@mobileum.com, https://www.linkedin.com/in/fotis-xenakis/
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37 Create an Etcd Operator to Deploy, Manage, Scale, and Heal Etcd
Clusters on Kubernetes Automatically

etcd [1] is a widely-used open source distributed key-value store; it often acts as the single source of
truth in modern distributed systems. Most notably, it serves as the data store for Kubernetes [2], it is
where Kubernetes stores the state of all objects on a cluster.

Kubernetes is not only the most popular container orchestrator today, but also the most widely used
implementation of the "Operator Pattern” [3]; it combines custom data types [ Custom Resource Definitions
or CRDs] with controller programs which encapsulate the knowledge of human operators. The goal is to
extend Kubernetes so it can deploy, manage, distribute, scale and heal custom workloads automatically.

Despite etcd’s popularity as a distributed key-value store, and its role in Kubernetes, there currently is
no established, easy-to-use, widely-accepted, open source operator to run etcd itself on Kubernetes. A
number of etcd operators exist, for example [4, 5, 6, 7], but they have a variety of issues, including being
unsupported, unmaintained, or outright buggy in their handling of persistent storage, which prevents
their use in production environments out-of-the box.

As part of this project, we’ll first define a set of requirements for running etcd in a completely automated
way on Kubernetes, then evaluate the existing operators against these requirements. We will work to
understand and document the most promising of the existing operators, then propose and implement
enhancements to its design so it meets said requirements. Throughout this process, we will be exposing
our work to the open source community with frequent PRs, so we can implement changes gradually,

and ask for feedback.

Our end goal is to end up with a clean, simple, well-documentated etcd operator, which will just work.
Yxetikny BifAroypapio:

1. https://etcd.io

2. https://kubernetes.io

3. https://kubernetes.io/docs/concepts/extend-kubernetes/operator/

4. https://github.com/coreos/etcd-operator

5. https://www.infoq.com/presentations/kubernetes-operator-etcd/

6. https://github.com/improbable-eng/etcd-cluster-operator

7. https://github.com/cbws/etcd-operator

Yxetikd Mabnpota: Epyaotrplo Aettovpykadv Zvotnpatwv, Katavepnpéva Svotripoto

Emwcorvovia: Teopylog I'kovdpacg, goumas@cslab.ece.ntua.gr
BayyéAng Kovkng, vkoukis@cslab.ece.ntua.gr, vkoukis@arrikto.com

38 Explore Velero and Integrate it with Arrikto Rok and Rok Registry

Velero [1] is an open source tool to safely back up, recover, and migrate whole applications running on
Kubernetes clusters, including custom object definitions [2] and persistent volumes [3]. It works both
on premises and on most public clouds.
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Arrikto Rok [4] is a generic storage data management solution for Kubernetes which enables super fast,
low-latency data access over local NVMe SSDs with advanced data services [thin snapshots, fast clones,
efficient peer-to-peer synchronization over a decentralized network]. It integrates with Kubernetes via
the Container Storage Interface (CSI). [5]

Arrikto Rok Registry [6] is a control plane for building a federation of multiple Rok instances to create
a decentralized network and enabled efficient encrypted peer-to-peer data movement across regions,
with support for fine-grained authentication and authorization over a single pane of glass.

The objective of this diploma thesis is to explore the use cases for Velero, understand its strengths and
limitations, and focus on ways to enhance its operation by integrating it with Rok and the Rok Registry.
This comprises two distinct goals:

+ Integrate Velero with Rok as its storage backend, both for PVC data and for Kubernetes object
metadata

+ Integrate Velero with Rok Registry and evaluate its usefulness for disaster recover scenarios and
for geo-distributed execution of pipelines across Kubernetes clusters, in hybrid cloud environments.

The end goal is to achieve seamless, production-quality integration of Velero with Arrikto Rok and Rok
Registry for real-world use cases.

Yxetikn] BifAroypapio:
1. https://velero.io/
2. https://kubernetes.io/docs/concepts/extend- kubernetes/operator/
3. https://kubernetes.io/docs/concepts/storage/persistent-volumes/
4. https://docs.arrikto.com/introduction/ekf- features.html#rok
5. https://kubernetes-csi.github.io/docs/
6. https://www.arrikto.com/rok-data-management-platform/
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39 Integrate caching of Raw and Kale-produced Kubeflow Pipelines
with MLMD on Kubeflow

The development of Machine Learning Pipelines is a tedious, time-consuming process.

The Kubeflow Project [1] is an open source project to develop a platform for building, training, and
serving Machine Learning Models on Kubernetes [2].

Tools like Arrikto Kale [3] aim to simplify the work of the data scientist by offering a simple, intuitive
interface to create and orchestrate complex pipelines using Python and Jupyter Notebooks [4]. Kale
starts from Python code, either as a script, or as a notebook, and converts it into distinct steps of a
Kubeflow Pipeline. The Pipeline then runs on Kubeflow, on a Kubernetes cluster.
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In their day-to-day work, a data scientist often runs multiple versions of the same ML pipeline in quick
succession: At every iteration, they may make changes to only part of the pipeline, leaving the rest of
its steps intact. Since each pipeline run may take hours or even days, any opportunity to re-use step
outputs from previous pipeline runs whenever this doesn’t impact correctness can lead to significant
reduction in total execution time.

For example, if we have already executed a 4-step pipeline A — B — C' — D, we can accelerate the
execution of a second pipeline A — B — C' — D' by re-using the cached outputs of all steps up to
C' and only having to run D'.

The objective of this diploma thesis is to unify current caching approaches across Kale-produced pipelines
and raw Kubeflow Pipelines so they both use a single, shared cache mechanism over Kubeflow’s metadata
store called ML Metadata - MLMD [5]. Completing this project successfully requires building in-depth
knowledge of Kubeflow Pipelines, Kubernetes, Argo [6], Kale, and Arrikto Rok [7].

The end goal of this project is to have seamless re-use of cached outputs across runs of Kale-produced
pipelines and raw Kubeflow pipelines.

Yxetikn Bifloypaegia:
1. https://kubeflow.org
2. https://kubernetes.io
3. https://docs.arrikto.com/user/kale/index.html
4. https://jupyter.org/
5. https://github.com/google/ml-metadata/blob/master/g3doc/get started.md
6. https://argoproj.github.io/argo-workflows/

7. https://docs.arrikto.com/introduction/ekf- features.html#rok
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40 Port a Lightweight Kubeflow Distribution to WSL 2 on Windows
with GPU Support

The Kubeflow Project [1] is an open source project to develop a platform for building, training, and
serving Machine Learning Models on Kubernetes [2].

MiniKF [3] is a single-node distribution of Kubeflow which combines Minikube — a lightweight, single-
node Kubernetes implementation [4] — with Arrikto Rok [5], a data management solution for Kubernetes
clusters, and Kubeflow.

MiniKF originally ran inside a distinct Virtual Machine, for reasons of portability, using Vagrant [6]
and VirtualBox [7]. However, using VirtualBox has significant impact in performance, and is often the
source of compatibility issues on Windows [8] and macOS [9].

On the other hand, Microsoft has invested considerable effort into bringing full-featured support for
Linux applications to the Windows ecosystem, with the Windows Subsystem for Linux [10]. WSL 2


https://kubeflow.org
https://kubernetes.io
https://docs.arrikto.com/user/kale/index.html
https://jupyter.org/
https://github.com/google/ml-metadata/blob/master/g3doc/get_started.md
https://argoproj.github.io/argo-workflows/
https://docs.arrikto.com/introduction/ekf-features.html#rok
mailto:goumas@cslab.ece.ntua.gr
mailto:vkoukis@cslab.ece.ntua.gr
mailto:vkoukis@arrikto.com

in particular has brought major new features, including much improved performance, and support for
exposing GPUs to Linux applications [11].

This makes it possible to eliminate Vagrant and VirtualBox from the stack. This diploma thesis aims to
run MiniKF directly on WSL 2, as one more containerized Linux distribution. This approach is similar
to running Kind / Kubernetes-in-Docker [12].

To do this, we will understand and document the structure of MiniKF and the interaction of all of its
components, then explore ways to run each one of them individually, on WSL 2. We expect a lot of
smaller or bigger problems along the way, which we will expose to the relevant upstream communities,
and fix with upstream Pull Requests. To complete this project successfully you will have to get your
hands dirty, achieve deep understanding of different components in a UNIX system, and build a strong
set of DevOps skills.

The end goal is to support seamless, single-click deployment of MiniKF on Windows via the Microsoft
Store, and, optionally, to extend this support into any environment which supports Docker containers.

Yxetikn] BipAroypagio:
1. https://kubeflow.org/
2. https://kubernetes.io/
3. https://www.arrikto.com/blog/kubeflow/news/minikf-a-fast-and-easy-way-to-deploy-kubeflow-on-you
4. https://minikube.sigs.k8s.1io/docs/start/
5. https://docs.arrikto.com/introduction/ekf- features.html
6. https://www.vagrantup.com/
7. https://www.virtualbox.org/

8. https://learn.microsoft.com/en-us/troubleshoot/windows-client/application-management/
virtualization-apps-not-work-with-hyper-v

9. https://apple.stackexchange.com/questions/410529/virtualbox-does-not-work-after-upgrading-to-bi
10. https://learn.microsoft.com/en-us/windows/wsl/install
11. https://learn.microsoft.com/en-us/windows/ai/directml/gpu-cuda-in-wsl

12. https://kind.sigs.k8s.1i0/
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41 Understand, Document, Train and Serve a Well-Known Image
Generation ML Model with Kubeflow

The Kubeflow Project [1] is an open source project to develop a platform for building, training, and
serving Machine Learning Models on Kubernetes [2].

Stable Diffusion is a deep learning, generative model released by Stability AI [3]. One of its main
functions is to produce unique synthetic images from text prompts. Its source code is publicly available
[4], and researchers from LMU have trained it [5] on a subset of the LAION-5B dataset [6], a 250TB
dataset comprising 5.6 billion images.

This diploma thesis aims to understand the architecture of Stable Diffusion, a latent diffusion model [7],
to document its distinct components, use Kubeflow to fine-tune it on a custom dataset, and expose it as
a service on the Web.

In the process, we will explore methods of accelerating training and serving the model on different
architectures, including making code changes to trade-off accuracy for performance [8], running on
non-NVIDIA GPUs [9], and parallelizing the model on Kubernetes with Kubeflow and the Training
Operator [10].

The expected outcome is an end-to-end understanding of the architecture of Stable Diffusion and similar
models, and of the challenges involved in training and serving them in production environments.

Yxetikny BifAroypapio:
1. https://kubeflow.org
2. https://kubernetes.io
3. https://stability.ai/blog/stable-diffusion-public-release
4. https://github.com/CompVis/stable-diffusion
5. https://huggingface.co/CompVis/stable-diffusion
6. https://laion.ai/blog/laion-5b
7. https://lilianweng.github.io/posts/2021-07-11-diffusion-models/#1ldm

8. https://www.reddit.com/r/MachinelLearning/comments/xuojma/n_stable diffusion_reaches_
new_record_with

9. https://twitter.com/pcuenq/status/1567927480253808647

10. https://github.com/kubeflow/training-operator
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42 Explore Cross-Vendor GPU-based Machine Learning with DirectML
over DirectX on WSL 2, extend to native Linux

Training and serving deep learning models often requires substantial compute, memory, and storage
resources. For example, serving the Stable Diffusion model requires ~7GB VRAM and an NVIDIA GPU
[1].

It is possible to modify model code so it runs on a CPU [2], but this comes with a significant impact in
performance; running Stable Diffusion on an Intel CPU takes ~10 minutes to produce an image, without
any GPU acceleration, although most Intel CPUs come with an integrated GPU [3].

DirectX has become the ubiquitous low-level graphics API which enables portability for video games
and other GPU-intensive applications across GPUs in the Windows ecosystem. On the other hand, it is
not trivial to run Stable Diffusion or other similar deep learning models on GPUs others than the one
they have been designed for.

Microsoft has developed the low-level DirectML API [4], specifically targeting ML use cases, which
uses DirectX underneath, so it can work across different GPUs. It has invested considerable effort into
bringing full-featured support for Linux applications to the Windows ecosystem, with the Windows
Subsystem for Linux [5].

The combination of DirectML with WSL 2 opens the way for running Machine Learning frameworks
like Tensorflow [6] and PyTorch [7] on GPUs from different vendors [8].

This diploma thesis aims to explore the use of DirectML over WSL 2 for real-world ML use cases,
understand and document its limitations, evaluate its performance across a variety of GPUs, and compare
with the current CUDA-based approaches [9].

As an extension, it would be very interesting to explore the question of cross-vendor GPU-based training
and inference for ML models under native Linux. There have been efforts to run DirectX on Linux via
translation layers [10], and there are native GPU APIs on Linux [11]. The end goal is to run PyTorch
across GPUs natively on Linux, evaluate its performance, and integrate support for it into Kubeflow

[12].
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43 Evaluate the Dask and Dask-ML frameworks and Integrate them
into Kubeflow

Developing Machine Learning Pipelines is a hard and time-consuming process. The most computationally-
demanding part is training the Machine Learning model. To produce highly accurate models it is often
necessary to train a very large amount of input data, in the order of GBs or even TBs, a process that may
require days or even weeks of computations. For this reason, we are interested in exploring techniques
for distributing the load to multiple processors on a large number of nodes (scale-out), essentially
creating a distributed system.

Dask [1] is a flexible library for parallel computing in Python. It targets two main bottlenecks which are
often the reason for needing to scale to more than one compute nodes: CPU, since running on multiple
nodes means we can take advantage of multiple cores, and RAM, since the aggregate amount of RAM
scales with the number of nodes, so we can keep much bigger datasets in memory.

It comprises two parts:

Dynamic task scheduling to enable multiple threads on multiple nodes to work on different parts of
the input data in parallel

Re-implementations of collections like NumPy arrays [2] and Pandas dataframes [3], which mimic the
existing APIs but distribute their data across multiple nodes, so they can operate in parallel on
datasets that don’t fit in the memory of a single node.

Dask-ML [4] provides scalable Machine Learning in Python using Dask alongside popular ML libraries
like Scikit-Learn, XGBoost, and others.

The Kubeflow Project [5] is an open source project to develop a platform for building, training, and
serving Machine Learning Models on Kubernetes [6].

Dask and Kubeflow share a common goal, supporting scalable Machine Learning across multiple nodes,
but follow different approaches: Dask focuses on interactive workloads and schedules tasks dynamically
on a variety of workers, including Kubernetes Pods, while Kubeflow builds directly on Kubernetes and
benefits from its production-quality support for autoscaling.

The goal of this diploma thesis is to bridge the worlds of Dask and Kubeflow by integrating Dask
seamlessly as one more supported Kubeflow component. To do this, we need to understand the architecture
of Dask and Kubeflow, compare their design decisions, document their strengths and limitations, then
explore ways in which integrating Dask with Kubeflow would be beneficial to the end user. We will
propose design changes to both upstream communities, implement them as Pull Requests, evaluate
community feedback, and see them through all the way to the final merge.

There has already been interest in Dask/Kubeflow integration in the community, e.g., [7]. This project
will need changes both in the backend, e.g., Kubernetes CRDs and controllers [8] to align the semantics
of Kubeflow with those of Dask, and in the frontend, Jupyter Notebooks [9], to expose Dask seamlessly
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in the Kubeflow UL It will help you build experience across the ML stack, all the way from pods running
on Kubernetes to JavaScript running in the browser.

We expect Dask will provide a more intuitive way to express parallelism directly in Python, from within
a Jupyter Notebook, without having to create Kubernetes manifests in YAML directly.

The end goal is to have Dask as a fully-supported, documented component in Kubeflow.
Yxetikny BifAroypagpio:

1. https://docs.dask.org/

2. https://numpy.org/doc/stable/reference/generated/numpy.array.html

3. https://pandas.pydata.org/docs/reference/api/pandas.DataFrame.html

4. https://ml.dask.org/

5. https://kubeflow.org

6. https://kubernetes.io

7. https://developer.nvidia.com/blog/accelerating-etl-on-kubeflow-with-rapids/

8. https://kubernetes.io/docs/concepts/extend-kubernetes/operator

9. https://jupyter.org/

xetikd Madnpata: Epyaotiplo Aettovpyicov Svotnpatev, Katavepnpéva Zvotripata

Emwcorvovia: Tedpylog I'vodpag, goumas@cslab.ece.ntua.gr
BayyéAng Kovkng, vkoukis@cslab.ece.ntua.gr, vkoukis@arrikto.com

44 Explore the Ray ML Framework and Integrate it into Kubeflow

Ray [1] is a general-purpose distributed computing framework with a rich set of libraries for large-scale
data processing, model training, and model serving.

The Kubeflow Project [2] is an open source project to develop a platform for building, training, and
serving Machine Learning Models on Kubernetes [3].

The subject of this diploma thesis is to first understand the architecture of both Ray and Kubeflow,
compare their design decisions, document their strengths and limitations, and then explore ways in
which integrating Ray with Kubeflow would be beneficial to the end user. We will propose design
changes to both upstream communities, implement them as Pull Requests, evaluate community feedback,
and see them through all the way to the final merge.

There has already been interest in this direction in the community [4]. This project will need changes
both in the backend, e.g., Kubernetes CRDs and controllers [5] to align the semantics of Kubeflow with
those of Ray, and in the frontend, Jupyter Notebooks [6], to expose Ray seamlessly in the Kubeflow UL
It will help you build experience across the ML stack, all the way from pods running on Kubernetes to
JavaScript running in the browser.

The end goal is to have Ray as a fully-supported, documented component in Kubeflow.
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45 Integrate the MergerFS Union Filesystem with Arrikto Rok and

Explore a Kernelspace Implementation

The Linux kernel is a monolithic OS kernel [1] that powers a wide range of systems, all the way from
embedded systems like smartphones to literally every single system in the TOP 500 list [2].

Traditionally, filesystems have run as part of the kernel, but Linux offers FUSE [3], a mechanism to run
filesystem code in userspace, which simplifies development considerably, enables rapid prototyping,
improves isolation and stability, supports the use of different external libraries, and proceeds at a much
higher pace compared to merging filesystem code into the kernel. However, FUSE comes with a significant
performance penalty [4] since it has to switch between kernel and user contexts in the critical path, and
this becomes even more apparent when working with super fast, very low-latency local storage over
NVMe [5, 6].

On the other hand, union filesystems [7] like UnionFS [8], OverlayFS [9], and MergerFS [10] combine
filesystem instances to enable powerful new use cases, including supporting read-write trees over read-
only media (live CDs), read-write trees over read-only flash images (booting on embedded systems like
OpenWRT), and aggregate storage pools.

Arrikto Rok [11] is a data management solution for Kubernetes [12] which enables super fast, low-
latency data access over local NVMe SSDs with advanced data services [thin snapshots, fast clones,
efficient peer-to-peer synchronization over a decentralized network].

The goal of this diploma thesis is to deploy MergerFS, evaluate its performance over NVMe devices, and
integrate it with Arrikto Rok to support multi-TB filesystem hierarchies in the cloud.

Depending on the results of the performance evaluation, a parallel effort can be creating a proof-of-
concept implementation of MergerFS in the Linux kernel, comparing its performance with the userspace
implementation, and using the results to advocate for its inclusion in the mainline Linux kernel.

The end goal is to support multi-TB virtual filesystems over local NVMe devices, and a low-latency
kernel-based data path.
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46 Explore the io_uring and ublk Linux Kernel Mechanisms and
Integrate them with Arrikto Rok

io uring [1] is an asynchronous system call interface for the Linux kernel, which has been merged in
version 5.1 by Jens Axboe, the current Linux kernel maintainer of the kernel block layer for the Linux
kernel.

Arrikto Rok [2] is a generic storage data management solution for Kubernetes which enables super fast,
low-latency data access over local NVMe SSDs with advanced data services [thin snapshots, fast clones,
efficient peer-to-peer synchronization over a decentralized network]. It integrates with Kubernetes via
the Container Storage Interface (CSI). [3]

The objective of this diploma thesis is to evaluate the improvement in I/O performance when using
io_uring over local NVMe devices [4], which offer very low, microsecond-level I/O latencies, and to
extend Arrikto Rok so it uses a userspace block device driver implemented via ublk [5, 6] instead of the
current approach, which is based on the Linux SCSI Target [7].

The project will require building in-depth understanding of the Linux kernel I/O path, the design principles
behind modern I/O protocols like SCSI and NVMe, and the performance characteristics of shared-
memory communication. It will take considerable hands-on experimentation with the low-level internals
of the kernel to complete.

The end goal is seamless integration of an io uring-based I/O mechanism into Arrikto Rok and a
complete performance evaluation [throughput, latency, CPU utilization] before and after the proposed
change.
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